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* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

22 I*
23 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
24 *Use is subject to license terms.

*

/

27 #pragmaident  "@(#)devfsadm.c 1.98 08/05/07 SMI"
27 #pragmaident  "@(#)devfsadm.c 1.97 08/04/19 SMI"

29 I*
30 * Devfsadm replaces drvconfig, audlinks, disks, tapes, ports, devlinks
31 *as ageneral purpose device administrative utility. It creates
32 *devices special files in /devices and logical links in /dev, and
33 *coordinates updates to /etc/path_to_instance with the kernel. It
34 * operates in both command line mode to handle user or script invoked
35 *reconfiguration updates, and operates in daemon mode to handle dynamic
36 *reconfiguration for hotplugging support.
*
/

39 #include <string.h>

40 #include <deflt.h>

41 #include <tsol/label.h>

42 #include <bsm/devices.h>
43 #include <bsm/devalloc.h>
44 #include <utime.h>

45 #include <sys/param.h>

46 #include <bsm/libbsm.h>
47 #include "devfsadm_impl.h"

49 /* externs from devalloc.c */

50 extern void _reset_devalloc(int);

51 extern void _update_devalloc_db(devlist_t *, int, int, char *, char *);
52 extern int _da_check_for_usb(char *, char *);

54 [* create or remove nodes or links. unset with -n */
55 static int file_mods = TRUE;

57 /* cleanup mode. Set with -C */
58 static int cleanup = FALSE;

new/usr/src/cmd/devfsadm/devfsadm.c

60
61

63
64

66
67

69
70

72
73

112

114
115
116
117
118
119

121
122

124
125

/* devlinks -d compatibility */
static int devlinks_debug = FALSE;

/* flag to check if system is labeled */
int system_labeled = FALSE;

/* flag to enable/disable device allocation with -e/-d */
static int devalloc_flag = 0;

/* flag that indicates if device allocation is on or not */
static int devalloc_is_on = 0;

/* flag to update device allocation database for this device type */
static int update_devdb = 0;

/*

* devices to be deallocated with -d :

* audio, floppy, cd, floppy, tape, rmdisk.

*

/

static char *devalloc_list[10] = {DDI_NT_AUDIO, DDI_NT_CD, DDI_NT_CD_CHAN,
DDI_NT_FD, DDI_NT_TAPE, DDI_NT_BLOCK_CHAN,
DDI_NT_UGEN, DDI_NT_USB_ATTACHMENT_POINT,
DDI_NT_SCSI_NEXUS, NULL};

/* list of allocatable devices */
static devlist_t devlist;

/* load a single driver only. set with -i */
static int single_drv = FALSE;
static char *driver = NULL;

/* attempt to load drivers or defer attach nodes */
static int load_attach_drv = TRUE;

/* set if invoked via /usr/lib/devfsadm/devfsadmd */
static int daemon_mode = FALSE;

/* output directed to syslog during daemon mode if set */
static int logflag = FALSE;

/* build links in /dev. -x to turn off */
static int build_dev = TRUE;

/* build nodes in /devices. -y to turn off */
static int build_devices = TRUE;

/* -z to turn off */
static int flush_path_to_inst_enable = TRUE;

/* variables used for path_to_inst flushing */
static int inst_count = 0;

static mutex_t count_lock;

static cond_t cv;

/* variables for minor_fini thread */

static mutex_t minor_fini_mutex;

static int minor_fini_canceled = TRUE;

static int minor_fini_delayed = FALSE;

static cond_t minor_fini_cv;

static int minor_fini_timeout = MINOR_FINI_TIMEOUT_DEFAULT;

/* single-threads /dev modification */
static sema_t dev_sema;

/* the program we were invoked as; ie argv[0] */
static char *prog;
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/* pointers to create/remove link lists */
static create_list_t *create_head = NULL;
static remove_list_t *remove_head = NULL;

/* supports the class -c option */
static char **classes = NULL,;
static int num_classes = 0;

/* used with verbose option -v or -V */
static int num_verbose = 0;
static char **verbose = NULL;

static struct mperm *minor_perms = NULL;
static driver_alias_t *driver_aliases = NULL;

/* set if -r alternate root given */
static char *root_dir = "";

/* [devices or <rootdir>/devices */
static char *devices_dir = DEVICES;

/* [dev or <rootdir>/dev */
static char *dev_dir = DEV;

/* letc/dev or <rootdir>/etc/dev */
static char *etc_dev_dir = ETCDEV;

*

* writable root (for lock files and doors during install).
* This is also root dir for /dev attr dir during install.

*

static char *attr_root = NULL;

/* letc/path_to_inst unless -p used */
static char *inst_file = INSTANCE_FILE;

[* lusr/lib/devfsadm/linkmods unless -l used */
static char *module_dirs = MODULE_DIRS;

/* default uid/gid used if /etc/minor_perm entry not found */
static uid_t root_uid;
static gid_t sys_gid,;

/* letc/devlink.tab unless devlinks -t used */
static char *devlinktab_file = NULL;

/* File and data structure to reserve enumerate IDs */
static char *enumerate_file = ENUMERATE_RESERVED;
static enumerate_file_t *enumerate_reserved = NULL;

/* set if /dev link is new. speeds up rm_stale_links */
static int linknew = TRUE;

/* variables for devlink.tab compat processing */
static devlinktab_list_t *devlinktab_list = NULL;
static unsigned int devlinktab_line = 0;

/* cache head for devfsadm_enumerate*() functions */
static numeral_set_t *head_numeral_set = NULL;

/* list list of devfsadm modules */
static module_t *module_head = NULL;

/* name_to_major list used in utility function */
static n2m_t *n2m_list = NULL;
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/* cache of some links used for performance */
static linkhead_t *headlinkhead = NULL;

/* locking variables to prevent multiples writes to /dev */
static int hold_dev_lock = FALSE;

static int hold_daemon_lock = FALSE;

static int dev_lock_fd;

static int daemon_lock_fd;

static char dev_lockfile[PATH_MAX + 1];

static char daemon_lockfile[PATH_MAX + 1];

/* last devinfo node/minor processed. used for performance */
static di_node_t Inode;

static di_minor_t Iminor;

static char Iphy_path[PATH_MAX + 1] = {"};

/* Globals used by the link database */
static di_devlink_handle_t devlink_cache;
static int update_database = FALSE;

/* Globals used to set logindev perms */
static struct login_dev *login_dev_cache = NULL;
static int login_dev_enable = FALSE;

/* Global to use devinfo snapshot cache */
static int use_snapshot_cache = FALSE;

/* Global for no-further-processing hash */
static item_t **nfp_hash;
static mutex_t nfp_mutex = DEFAULTMUTEX;

/*

* Packaged directories - not removed even when empty.
* The dirs must be listed in canonical form

* i.e. without leading "/dev/"

*

static char *packaged_dirs[] =
{"dsk", "rdsk", "term", NULL};

/* RCM related globals */

static void *librcm_hdl;

static rcm_handle_t *rcm_hdl = NULL;

static thread_t process_rcm_events_tid;

static struct rcm_eventq *volatile rcm_eventg_head = NULL;
static struct rcm_eventq *rcm_eventg_tail = NULL;

static mutex_t rem_eventq_lock;

static cond_t rcm_eventq_cv;

static volatile int need_to_exit_rcm_event_thread = O;

/* Devname globals */

static int devname_debug_msg = 1;

static nvlist_t *devname_maps = NULL;
static int devname_first_call = 1;

static int load_devname_nsmaps = FALSE;
static int lookup_door_fd = -1;

static char *lookup_door_path;

static void load_dev_acl(void);

static void update_drvconf(major_t);

static void check_reconfig_state(void);
static void devname_setup_nsmaps(void);
static int s_stat(const char *, struct stat *);

static int is_blank(char *);
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258 /* sysevent queue related globals */

259 static mutex_t syseventq_mutex = DEFAULTMUTEX;

260 static syseventq_t *syseventq_front;

261 static syseventqg_t *syseventq_back;

262 static void process_syseventq();

264 int

265 main(int argc, char *argv[])

266 {

267 struct passwd *pw;

268 struct group *gp;

269 pid_t pid;

270 int cond = 0;

272 (void) setlocale(LC_ALL, ");

273 (void) textdomain(TEXT_DOMAIN);

275 if ((prog = strrchr(argv[0], '/)) == NULL) {

276 prog = argv[0];

277 }else {

278 prog++;

279 }

281 if (getuid() !=0) {

282 err_print(MUST_BE_ROOT);

283 devfsadm_exit(1);

284 }

286 *

287 * Close all files except stdin/stdout/stderr

288 */

289 closefrom(3);

291 if ((pw = getpwnam(DEFAULT_DEV_USER)) != NULL) {

292 root_uid = pw->pw_uid,;

293 }else {

294 err_print(CANT_FIND_USER, DEFAULT_DEV_USER);
295 root_uid = (uid_t)0; /* assume O is root */

296 }

298 /* the default group is sys */

300 if ((gp = getgrnam(DEFAULT_DEV_GROUP)) != NULL) {

301 sys_gid = gp->gr_gid,;

302 }else {

303 err_print(CANT_FIND_GROUP, DEFAULT_DEV_GROUP);
304 sys_gid = (gid_t)3; /* assume 3 is sys */

305 }

307 (void) umask(0);

309 system_labeled = is_system_labeled();

310 if (system_labeled == FALSE) {

311 *

312 *is_system_labeled() will return false in case we are
313 * starting before the first reboot after Trusted Extensions
314 *is enabled. Check the setting in /etc/system to see if
315 */TX is enabled (even if not yet booted).

316

317 if (defopen( 'letc/system™) == 0) {

318 if (defread("set sys_labeling=1") = NULL)
319 system_labeled = TRUE;

321 /* close defaults file */

322 (void) defopen(NULL);

323
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}
/*
* Check if device allocation is enabled.
*

if (system_labeled) {
/*

*In TX, the first line in /etc/security/device_allocate has
* DEVICE_ALLOCATION=ON if the feature is enabled.
*

devalloc_is_on =da_is_on();
} else if (auditon(A_GETCOND, (caddr_t)&cond, sizeof (cond)) == 0) {
*

* Device allocation (and auditing) is enabled if BSM is

* enabled. auditon returns -1 and sets errno to EINVAL if BSM
* is not enabled.

*

devalloc_is_on =1;

}

#ifdef DEBUG

#endif

if (system_labeled == FALSE) {
struct stat tx_stat;

/* test hook: see also mkdevalloc.c and allocate.c */
system_labeled = is_system_labeled_debug(&tx_stat);

parse_args(argc, argv);
(void) sema_init(&dev_sema, 1, USYNC_THREAD, NULL);

/* Initialize device allocation list */
devlist.audio = devlist.cd = devlist.floppy = devlist.tape =
devlist.rmdisk = NULL;

if (daemon_mode == TRUE) {
/*

* Build /dev and /devices before daemonizing if

* reconfig booting and daemon invoked with alternate
* root. This is to support install.

*

if (getenv(RECONFIG_BOOT) != NULL && root_dir[0] !="0") {
vprint(INFO_MID, CONFIGURING);
load_dev_acl();
update_drvconf((major_t)-1);
process_devinfo_tree();
(void) modcti(MODSETMINIROOT);

/*

* fork before detaching from tty in order to print error

* message if unable to acquire file lock. locks not preserved
* across forks. Even under debug we want to fork so that

* when executed at boot we don't hang.

*

/
if (fork() 1= 0) {
) devfsadm_exit(0);

/* set directory to / so it coredumps there */
if (chdir("/") == -1) {

err_print(CHROOT_FAILED, strerror(errno));
}

/* only one daemon can run at a time */
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390 if ((pid = enter_daemon_lock()) == getpid()) {

391 detachfromtty();

392 (void) cond_init(&cv, USYNC_THREAD, 0);

393 (void) mutex_init(&count_lock, USYNC_THREAD, 0);
394 if (thr_create(NULL, NULL,

395 (void *(*)(void *))instance_flush_thread,

396 NULL, THR_DETACHED, NULL) != 0

397 err_prlnt(CANT_CREATE_THREAD, "daemon”,
398 strerror(errno));

399 devfsadm_exit(1);

400 }

402 /* start the minor_fini_thread */

403 (void) mutex_init(&minor_fini_mutex, USYNC_THREAD, 0);
404 (void) cond_init(&minor_fini_cv, USYNC_THREAD, 0);
405 if (thr_create(NULL, NULL,

406 (void *(*)(void *))minor_fini_thread,

407 NULL, THR_DETACHED, NULL)) {

408 err_print(CANT_CREATE_THREAD, "minor_fini",
409 strerror(errno));

410 devfsadm_exit(1);

411 }

414 *

415 * No need for rcm notifications when running

416 * with an alternate root. So initialize rcm only

417 * when devfsadm is running with root dir "/".

418 * Similarly, logindevperms need only be set

419 * in daemon mode and when root dir is "/".

420 *

421 if (root_dir[0] =="0") {

422 (void) rem_init();

423 login_dev_enable = TRUE;

424 }

425 daemon_update();

426 }else {

427 err_print(DAEMON_RUNNING, pid);

428 devfsadm_exit(1);

429 }

430 exit_daemon_lock();

432 }else {

433 /* not a daemon, so just build /dev and /devices */

434 process_ devinfo tree()

435 if (devalloc_flag =

436 * Enable/dlsable device allocation */

437 _reset_devalloc(devalloc_flag);

438 }

439 return (0);

440 }

unchanged_portion_omitted_

8343 [*

8344 * Build an nvlist containing all attributes for devfs events.

8345 * Returns nvlist pointer on success, NULL on failure.

8346 */

8347 static nvlist_t *

8348 build_event_attributes(char *class, char *subclass, char *node_path,
8349  di_node_t node, char *driver_name, int instance, char *minor)

8350 {

8351 nvlist_t *nvl;
8352 interr =0;
8353 di_prop_t prop;
8354 int count;

8355 char *prop_name;
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int x
char *dev_name = NULL;
int dev_name_lookup_err 0;

if ((err = nvlist_alloc(&nvl, NV_UNIQUE_NAME_TYPE, 0)) = 0) {

nvl = NULL;
goto out;

}

if ((err = nvlist_add_int32(nvl, EV_VERSION, EV_V1)) |=0)
goto out;

if ((err = nvlist_add_string(nvl, DEV_PHYS_PATH, node_path)) != 0)
goto out;

if (strcmp(class, EC_DEV_ADD) != 0 &&
strcmp(class, EC_DEV_REMOVE) = 0)
return (nvi);

if (driver_name == NULL || instance == -1)
goto out;

if (strcmp(subclass, ESC_DISK) ==
if ((dev_name = lookup_disk_dev_name(node_path)) == NULL) {
dev_name_lookup_err = 1;
goto out;

}
} else if (strcmp(subclass, ESC_NETWORK) == 0) {
if ((dev_name = lookup_network_ dev _name(node_path, driver_name))
uLL) {

dev_name_lookup_err = 1;
goto out;

} else if (strcmp(subclass, ESC_PRINTER) == 0) {
if ((dev_name = lookup_printer_dev_name(node_path)) == NULL) {
dev_name_lookup_err = 1;
goto out;

}
} else if (strcmp(subclass, ESC_LOFI) == 0) {
/*

* The raw minor node is created or removed after the block
*node. Lofi devfs events are dependent on this behavior.
* Generate the sysevent only for the raw minor node.

*

/
if (strstr(minor, "raw") == NULL) {

if (nvl) {
nvlist_free(nvl);

}
return (NULL);

if ((dev_name = lookup_lofi_dev_name(node_path, minor)) ==
NULL) {
dev_name_lookup_err = 1;
goto out;

}

if (dev_name) {
if ((err = nvlist_add_string(nvl, DEV_NAME, dev_name)) != 0)
goto out;
free(dev_name);
dev_name = NULL;
}

if ((err = nvlist_add_string(nvl, DEV_DRIVER_NAME, driver_name)) != 0)
goto out;
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8467 }
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if ((err = nvlist_add_int32(nvl, DEV_INSTANCE, instance)) != 0)
goto out;

if (strcmp(class, EC_DEV_ADD) == 0) {
/* add properties */
count = 0;
for (prop = di_prop_next(node, DI_PROP_NIL);
prop != DI_PROP_NIL && count < MAX_PROP_COUNT;
prop = di_prop_next(node, prop)) {

if (di_prop_devt(prop) != DDI_DEV_T_NONE)
continue;

if ((x = add_property(nvl, prop)) == 0)

count++;
else if (x == -1) {
if ((prop_name = di_prop_name(prop)) == NULL)
prop_name ="";
err_print(PROP_ADD_FAILED, prop_name);
goto out;

}

return (nvl);

if (nvl)
nvlist_free(nvl);

if (dev_name)
free(dev_name);

if (dev_name_lookup_err) {
/*

* If a lofi mount fails, the /devices node may well have
* disappeared by the time we run, so let's not complain.
5

if (strcmp(subclass, ESC_LOFI) != 0)
if (dev_name_lookup_err)
err_print(DEV_NAME_LOOKUP_FAILED, node_path);
}else {
else
err_print(BUILD_EVENT_ATTR_FAILED, (err) ? strerror(err) : "™);

}
return (NULL);
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1%

* CDDL HEADER START
*

* The contents of this file are subject to the terms of the

* Common Development and Distribution License (the "License").
* You may not use this file except in compliance with the License.
* Common Development and Distribution License, Version 1.0 only
* (the "License"). You may not use this file except in compliance

* with the License.

*

O©ONNOUITOUTAWN P

*You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.
10 * See the License for the specific language governing permissions
11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/OPENSOLARIS.LICENSE.
15 *If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*/

21
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
23 * Copyright 2004 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

26 #pragmaident "@(#)fslib.c 1.26 08/05/07 SMI"
27 #pragmaident "@(#)fslib.c 1.25 05/06/08 SMI"

28 #include <stdio.h>

29 #include <stdarg.h>

30 #include <stdlib.h>

31 #include <unistd.h>

32 #include <libintl.h>

33 #include <string.h>

34 #include <fentl.h>

35 #include <errno.h>

36 #include <syslog.h>

37 #include <alloca.h>

38 #include <sys/vfstab.h>
39 #include <sys/mnttab.h>
40 #include <sys/mntent.h>
41 #include <sys/mount.h>
42 #include <sysffilio.h>
43 #include <sys/fs/ufs_filio.h>
44 #include <sys/stat.h>
45 #include <sys/param.h>
46 #include <zone.h>

47 #include <signal.h>

48 #include <strings.h>

49 #include "fslib.h"

51 /* LINTLIBRARY */
53 #define BUFLEN 256
55 #define TIME_MAX 16
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57 I*

58 * Reads all of the entries from the in-kernel mnttab, and returns the
59 *linked list of the entries.

60 */

61 mntlist_t*

62 fsgetmntlist(void)

63

64 FILE *mfp;

65 mntlist_t *mntl;

66 char buf[BUFLEN];

68 if ((mfp = fopen(MNTTAB, "r")) == NULL) {

69 (void) snprintf(buf, BUFLEN, “fsgetmntlist: fopen %s", MNTTAB);
70 perror(buf);

71 return (NULL);

72 }

74 mntl = fsmkmntlist(mfp);

76 (void) fclose(mfp);

77 return (mntl);

78 }
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* Compare the mount options that were requested by the caller to

* the options actually supported by the file system. If any requested
* options are not supported, print a warning message.

*

* WARNING: this function modifies the string pointed to by
* the requested_opts argument.
*
* Arguments:
* requested_opts - the string containing the requested options.
* actual_opts - the string returned by mount(2), which lists the
* options actually supported. It is normal for this
* string to contain more options than the requested options.
* (The actual options may contain the default options, which
* may not have been included in the requested options.)
* special - device being mounted (only used in error messages).
, mountp - mount point (only used in error messages).
*
void
cmp_requested_to_actual_options(char *requested_opts, char *actual_opts,

char *special, char *mountp)
{
char *option_ptr, *actopt, *equalptr;
int found;
char *actual_opt_hold, *bufp;
if (requested_opts == NULL)
return;
bufp = alloca(strlen(actual_opts) + 1);
while (*requested_opts !="0") {
(void) getsubopt(&requested_opts, empty_opt_vector,
&option_ptr);
/*
* Truncate any "=<value>" string from the end of
* the option.
*
if ((equalptr = strchr(option_ptr, '=")) != NULL)
*equalptr ="\0";
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320 if (*option_ptr =="0)

321 continue;

323 I*

324 * Whilst we don't need this option to perform a lofi
325 * mount, let's not be mendacious enough to complain
326 * about it.

327 */

328 if (strcmp(option_ptr, "loop") == 0)

329 continue;

331 *

332 * Search for the requested option in the list of options
333 * actually supported.

334 */

335 found = 0;

337 I*

338 * Need to use a copy of actual_opts because getsubopt
339 * is destructive and we need to scan the actual_opts
340 * string more than once.

341 *

342 * We also need to reset actual_opt_hold to the

343 * beginning of the buffer because getsubopt changes
344 * actual_opt_hold (the pointer).

345 */

346 actual_opt_hold = bufp;

347 if (actual_opts != NULL)

348 (void) strcpy(actual_opt_hold, actual_opts);
349 else

350 *actual_opt_hold = "\0';

352 while (*actual_opt_hold !="0") {

353 (void) getsubopt(&actual_opt_hold, empty_opt_vector,
354 &actopt);

356 /* Truncate the "=<value>", if any. */

357 if ((equalptr = strchr(actopt, '=")) = NULL)
358 *equalptr ="\0";

360 if ((strcmp(option_ptr, actopt)) == 0) {

361 found = 1;

362 break;

363 }

364 }

366 if (found == 0) {

367 I*

368 * That we're ignoring the option is always
369 * truthful; the old message that the option
370 *was unknown is often not correct.

371 *

372 (void) fprintf(stderr, gettext(

373 "mount: %s on %s - WARNING ignoring option "
374 "\"%s\"\n"), special, mountp, option_ptr);
375 }

376 }

377 }

unchanged_portion_omitted_
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/*

* Copyright 2008 Sun Microsystems, Inc. All rights reserved.
* Use is subject to license terms.

*

* Copyright (c) 1983, 1984, 1985, 1986, 1987, 1988, 1989 AT&T *
I* All Rights Reserved */
/*

* Copyright (c) 1980, 1986, 1990 The Regents of the University of California.
* All rights reserved.
*

* Redistribution and use in source and binary forms are permitted

* provided that: (1) source distributions retain this entire copyright

* notice and comment, and (2) distributions including binaries display

* the following acknowledgement: ““This product includes software

* developed by the University of California, Berkeley and its contributors"

* in the documentation or other materials provided with the distribution

* and in all advertising materials mentioning features or use of this

* software. Neither the name of the University nor the names of its

* contributors may be used to endorse or promote products derived

* from this software without specific prior written permission.

* THIS SOFTWARE IS PROVIDED "AS IS" AND WITHOUT ANY EXPRESS OR
* IMPLIED WARRANTIES, INCLUDING, WITHOUT LIMITATION, THE IMPLIED
* WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE.

*

#pragmaident  "@(#)main.c 1.55 08/05/07 SMI"
#pragmaident  "@(#)main.c 1.54 08/02/06 SMI"

/*

* In-core structures:

* blockmapl]

* A bitmap of block usage very similar to what's on disk, but

for the entire filesystem rather than just a cylinder group.
Zero indicates free, one indicates allocated. Note that this
is opposite the interpretation of a cylinder group's free block
bitmap.

statemap(]
Tracks what is known about each inode in the filesystem.
The fundamental state value is one of USTATE, FSTATE, DSTATE,
or SSTATE (unallocated, file, directory, shadow/acl).

There are optional modifying attributes as well: INZLINK,
INFOUND, INCLEAR, INORPHAN, and INDELAYD. The IN prefix
stands for inode. INZLINK declares that no links (di_nlink ==

0) to the inode have been found. It is used instead of

examining di_nlink because we've always got the statemap[] in
memory, and on average the odds are against having any given
inode in the cache. INFOUND flags that an inode was
encountered during the descent of the filesystem. In other

words, it's reachable, either by name or by being an acl or
attribute. INCLEAR declares an intent to call clri() on an

inode. The INCLEAR and INZLINK attributes are treated in a
mutually exclusive manner with INCLEAR taking higher precedence
as the intent is to clear the inode.

* Ok ok ok ok SRk O Sk O Sk b R b R ok R R % Ok % b % O

INORPHAN indicates that the inode has already been seen once
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in pass3 and determined to be an orphan, so any additional
encounters don't need to waste cycles redetermining that status.
It also means we don't ask the user about doing something to the
inode N times.

INDELAYD marks inodes that pass1 determined needed to be truncated.
They can't be truncated during that pass, because it depends on
having a stable world for building the block and inode tables from.

The IN flags rarely used directly, but instead are

pre-combined through the {D,F,S}ZLINK, DFOUND, and
{D,F,S}CLEAR convenience macros. This mainly matters when
trying to use grep on the source.

Three state-test macros are provided: S_IS_DUNFOUND(),
S_IS_DVALID(), and S_IS_ZLINK(). The firstis true when an
inode's state indicates that it is either a simple directory
(DSTATE without the INFOUND or INCLEAR modifiers) or a
directory with the INZLINK modifier set. By definition, if a
directory has zero links, then it can't be found. As for
S_IS_DVALID(), it decides if a directory inode is alive.
Effectively, this translates to whether or not it's been

flagged for clearing. If not, then it's valid for current
purposes. This is true even if INZLINK is set, as we may find
a reference to it later. Finally, S_IS_ZLINK() just picks out
the INZLINK flag from the state.

The S_*() macros all work on a state value. To simplify a

bit, the INO_IS_{DUNFOUND,DVALID}() macros take an inode
number argument. The inode is looked up in the statemap[] and
the result handed off to the corresponding S_*() macro. This

is partly a holdover from working with different data

structures (with the same net intent) in the BSD fsck.

Incntp
Each entry is initialized to the di_link from the on-disk
inode. Each time we find one of those links, we decrement it.
Once all the traversing is done, we should have a zero. If we
have a positive value, then some reference disappeared
(probably from a directory that got nuked); deal with it by
fixing the count. If we have a negative value, then we found
an extra reference. This is a can't-happen, except in the
special case of when we reconnect a directory to its parent or
to lost+found. An exact match between Incntp[] and the on-disk

inode means it's completely unreferenced.

aclphead
This is a hash table of the acl inodes in the filesystem.

aclpsort
The same acls as in aclphead, but as a simple linear array.
It is used to hold the acl pointers for sorting and scanning
in pass3b.

* ok b ok ok ok % ok 3k b 3k OF ok ok ok Sk Ok ok K Ok Ok ok % ok ok ok ok 3k ok ok %k ok Ok ok % ok k ok k ok F ok ok ok F K ok Xk ok X

<

#include <stdio.h>
#include <stdlib.h>
#include <unistd.h>
#include <sys/types.h>
#include <sys/param.h>
#include <sys/int_types.h>
#include <sys/mntent.h>
#include <sys/fs/ufs_fs.h>
#include <sys/vhode.h>
#include <sys/fs/ufs_inode.h>
#include <sys/stat.h>
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127
128
129
130
131
132
133
134
135
136

138
139
140
141
142

144
145
146
147
148
149
150
151

153
154
155
156
157
158
159
160
161
162
163
164
165

679
680
681
682
683
684
685
686
687

#include <fcntl.h>
#include <sys/wait.h>
#include <sys/mnttab.h>
#include <signal.h>
#include <string.h>
#include <sys/vfstab.h>
#include <sys/statvfs.h>
#include <sys/filio.h>
#include <ustat.h>
#include <errno.h>
#include "fsck.h"

static void usage(void);

static long argtol(int, char *, char *, int);

static void checkfilesys(char *);

static void check_sanity(char *);

static void report_limbo(const void *, VISIT, int);

#define QUICK_CHECK m' /* are things ok according to superblock? */
#define ALL_no n' /* auto-answer interactive questions "no' */
#define ALL_NO 'N' /* auto-answer interactive questions "no' */
#define UFS_OPTS ‘0’ [* ufs-specific options, see subopts[] */
#define ECHO_CMD V' /* echo the command line */

#define ALL_yes y' /* auto-answer interactive questions yes' */
#define ALL_YES Y [* auto-answer interactive questions “yes' */
#define VERBOSE A% [* be chatty */

static char *subopts[] = {
#define PREEN /* non-interactive mode (parent is parallel) */

#define BLOCK /* alternate superblock */

#define ONLY_WRITES

0
1
b",
#define DEBUG 2 [* yammer */
Eee
3 /* check all writable filesystems */
4

W,
#define FORCE /* force checking, even if clean */
.
NULL

unchanged_portion_omitted_

/*
* fsck -m: does the filesystem pass cursory examination
*
* XXX This is very redundant with setup(). The right thing would be
*  for setup() to modify its behaviour when mflag is set (less
*  chatty, exit instead of return, etc).
*
/
void
check_sanity(char *filename)

688 {

689
690
691
692
693
694
695
696
697
698
699
700
699

struct stat64 stbd, stbr;

char *devname;

struct ustat usb;

char vfsfilename[MAXPATHLEN];
struct vfstab vfsbuf;

FILE *vfstab;

struct statvfs vfs_stat;

int found_magic[MAGIC_LIMIT];
int magic_cnt;

int is_magic = 0;

intis_block = 0;

intis_file = 0;

int is_block;
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704
705
706
707
708

710
709
711
712
711
713
714
715
713
714
715
716
717
718
719
720
721
722
723
724
716

718
719
720
721
722
723
732
724
725
726
727
728
729
730
731
732
733
734
735
736
737
738
739
740
741
742

744
745
746
747
748
749
750
751
752

(void) memset((void *)found_magic, 0, sizeof (found_magic));

if (stat64(filename, &stbhd) < 0) {
(void) fprintf(stderr,
"ufs fsck: sanity check failed : cannot stat %s\n", filename);
exit(EXNOSTAT);

}

if (S_ISBLK(stbd.st_mode)) {

if ((stbd.st_mode & S_IFMT) == S_IFBLK) {
is_block = 1;

} else if (S_ISCHR(stbd.st_mode)) {

} else if ((stbd.st_mode & S_IFMT) == S_IFCHR) {

is_block = 0;
} else if (S_ISREG(stbd.st_mode)) {
is_file = 1;
}else {
* In Imflag mode, we allow checking the contents
* of afile. Since this is intended primarily for
* speeding up boot-time checks and allowing for a
* file complicates the ok-input tests, we'll disallow
* that option.
*
(void) fprintf(stderr,
"ufs fsck: sanity check failed: "
"%s not block or character device\n", filename);
exit(EXNOSTAT);
}
/*

* Determine if this is the root file system via vfstab. Give up
* silently on failures. The whole point of this is to be tolerant
* of the magic file systems being already mounted.
*/
if (lis_file && (vfstab = fopen(VFSTAB, "r")) != NULL) {
if ((vfstab = fopen(VFSTAB, "r")) I=0) {

for (magic_cnt = 0; magic_cnt < MAGIC_LIMIT; magic_cnt++) {

if (magic_cnt == MAGIC_NONE)

continue;
if (getvfsfile(vfstab, &vfsbuf,
magic_fs[magic_cnt]) == 0) {
if (is_block)
devname = vfsbuf.vfs_special;
else
devname = vfsbuf.vfs_fsckdev;
if (stat64(devname, &stbr) == 0) {
if (stbr.st_rdev == stbd.st_rdev) {
found_magic[magic_cnt] = 1,
is_magic = magic_cnt;
break;

}

/*
* Only works if filename is a block device or if
* character and block device has the same dev_t value.
* This is currently true, but nothing really forces it.
*
/
if (lis_magic && (ustat(stbd.st_rdev, &usb) == 0)) {
(void) fprintf(stderr,
"ufs fsck: sanity check: %s already mounted\n", filename);
exit(EXMOUNTED);
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755
756
757
758
759
760
761

763
764
765
766
767
768

770
771
772
773
774
775

77
778
779
780
781
782
783
784
785
786
787
788
789
790
791
792
793
794
795
796
797
798
799

800 }

}
if (is_magic) {
(void) strcpy(vfsfilename, magic_fs[is_magic]);
if (statvfs(vfsfilename, &vfs_stat) != 0) {
(void) fprintf(stderr, "ufs fsck: Cannot stat %s\n",
visfilename);
exit(EXNOSTAT);
}
if (I(vfs_stat.f_flag & ST_RDONLY)) {
/*
* The file system is mounted read/write
* We need to exit saying this. If it's only
* mounted readonly, we can continue.
*
/
(void) fprintf(stderr,
"ufs fsck: sanity check:"
"%s already mounted read/write\n", filename);
exitEXMOUNTED);
}
}
/*

* We know that at boot, the ufs root file system is mounted

* read-only first. After fsck runs, it is remounted as

* read-write. Therefore, we do not need to check for different
* values for fs_state between the root file system and the

* rest of the file systems.

*/
if (islog && lislogok) {
(void) fprintf(stderr,
"ufs fsck: sanity check: %s needs checking\n”, filename);
exit(EXUMNTCHK);

}
if ((sblock.fs_state + (long)sblock.fs_time == FSOKAY) &&
(sblock.fs_clean == FSCLEAN || sblock.fs_clean == FSSTABLE ||
(sblock.fs_clean == FSLOG && islog))) {
(void) fprintf(stderr,
"ufs fsck: sanity check: %s okay\n", filename);

}else {
(void) fprintf(stderr,
"ufs fsck: sanity check: %s needs checking\n", filename);
exit(EXUMNTCHK);
}
exit(EXOKAY);

unchanged_portion_omitted_
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1%

* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

21 [
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
22 * Copyright 2007 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

/

26 /*
27 *lofiadm - administer lofi(7d). Very simple, add and remove file<->device
28 *associations, and display status. All the ioctls are private between
29 *lofi and lofiadm, and so are very simple - device information is
30 */communicated via a minor number.
*

08/05/07 SMI"
07/12/18 SMI"

33 #pragmaident "@(#)main.c
33 #pragmaident  "@(#)main.c

I
®©

35 #include <sys/types.h>
36 #include <sys/param.h>
37 #include <sys/lofi.h>
38 #include <sys/stat.h>
39 #include <netinet/in.h>
40 #include <stdio.h>

41 #include <fentl.h>

42 #include <locale.h>

43 #include <string.h>

44 #include <strings.h>
45 #include <errno.h>

46 #include <stdlib.h>

47 #include <unistd.h>

48 #include <stropts.h>
49 #include <libdevinfo.h>
50 #include <libgen.h>

51 #include <ctype.h>

52 #include <dlifcn.h>

53 #include "utils.h"

55 static const char USAGE[] =

56 "Usage: %s -a file [ device \n"

57 " %s -d file | device \n"

58 " %s -C [algorithm] [-s segment_size] file \n"

new/usr/src/cmd/lofiadm/main.c

59 " %s -U file \n"

60 " %s [ device | file \n";

62 static const char *pname;

63 static int addflag = 0;

64 static int deleteflag = 0;

65 static int errflag = 0;

66 static int compressflag = 0;

67 static int uncompressflag = 0;

69 static int gzip_compress(void *src, size_t srclen, void *dst,

70 size_t *destlen, int level);

72 lofi_compress_info_t lofi_compress_table[LOFI_COMPRESS_FUNCTIONS] = {
73 {NULL, gzip_compress, 6, "gzip"}, /* default */
74 {NULL, gzip_compress, 6, "gzip-6"},

75 {NULL, gzip_compress, 9, "gzip-9"}

76

hnchanged_portion_omitted_

296 /*

297 * Remove an association. Delete by device name if non-NULL, or by
298 *filename otherwise.

299 */

300 static void

301 delete_mapping(int Ifd, const char *devicename, const char *filename,
302  boolean_t force)

303 {

304 struct lofi_ioctl li;

306 li.li_force = force;

307 li.li_cleanup = 0;

309 if (devicename == NULL) {

310 /* delete by filename */

311 (void) stricpy(li.li_filename, filename,

312 sizeof (I.li_filename));

313 li.li_minor = 0;

314 if (ioctl(Ifd, LOFI_UNMAP_FILE, &li) == -1) {

315 die(gettext("could not unmap file %s"), filename);
316 }

317 return;

318 }

319 /* delete by device */

321 li.li_minor = name_to_minor(devicename);

322 if (li.li_minor == 0) {

323 die(gettext("malformed device name %s\n"), devicename);
324 }

325 if (ioctl(Ifd, LOFI_UNMAP_FILE_MINOR, &li) == -1) {

326 die(gettext("could not unmap device %s"), devicename);
327 }

328 }

unchanged_portion_omitted_
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/‘k
* CDDL HEADER START
*

* The contents of this file are subject to the terms of the

* Common Development and Distribution License (the "License").
* You may not use this file except in compliance with the License.
*

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

* See the License for the specific language governing permissions

*and limitations under the License.

*

* When distributing Covered Code, include this CDDL HEADER in each
*file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
* If applicable, add the following below this CDDL HEADER, with the

* fields enclosed by brackets "[]" replaced with your own identifying

* information: Portions Copyright [yyyy] [name of copyright owner]

*

* CDDL HEADER END
*
/

/*

* Copyright 2008 Sun Microsystems, Inc. All rights reserved.
* Use is subject to license terms.

*

#pragma ident  "@(#)zoneadm.c 1.65 08/05/07 SMI"
#pragma ident  "@(#)zoneadm.c 1.64 08/01/14 SMI"

/*

* zoneadm is a command interpreter for zone administration. Itis all in

* C (i.e., no lex/yacc), and all the argument passing is argc/argv based.

* main() calls parse_and_run() which calls cmd_match(), then invokes the
* appropriate command's handler function. The rest of the program is the
* handler functions and their helper functions.

*

* Some of the helper functions are used largely to simplify 118N: reducing
* the need for translation notes. This is particularly true of many of

* the zerror() calls: doing e.g. zerror(gettext("%s failed"), "foo") rather

* than zerror(gettext("foo failed")) with a translation note indicating

* that "foo" need not be translated.

*

/

#include <stdio.h>
#include <errno.h>
#include <unistd.h>
#include <signal.h>
#include <stdarg.h>
#include <ctype.h>
#include <stdlib.h>
#include <string.h>
#include <wait.h>
#include <zone.h>
#include <priv.h>
#include <locale.h>
#include <libintl.h>
#include <libzonecfg.h>
#include <bsm/adt.h>
#include <sys/brand.h>
#include <sys/param.h>
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2434
2435
2436
2437
2438
2439
2440
2440

2442
2443
2444
2445
2446
2447
2448

2450
2451

2453
2453

#include <sys/types.h>
#include <sys/stat.h>
#include <sys/statvfs.h>
#include <assert.h>
#include <sys/sockio.h>
#include <sys/mntent.h>
#include <limits.h>
#include <dirent.h>
#include <uuid/uuid.h>
#include <libdlpi.h>

#include <fcntl.h>
#include <door.h>
#include <macros.h>
#include <libgen.h>
#include <fnmatch.h>
#include <sys/modctl.h>
#include <libbrand.h>
#include <libscf.h>
#include <procfs.h>
#include <strings.h>

#include <pool.h>

#include <sys/pool.h>
#include <sys/priocntl.h>
#include <sys/fsspriocntl.h>
#include "zoneadm.h"
#define MAXARGS 8

/* Reflects kernel zone entries */
typedef struct zone_entry {

zoneid_t zid;

char zname[ZONENAME_MAX];

char *zstate_str;

zone_state_t zstate_num;

char zbrand[MAXNAMELEN];

char zrootfMAXPATHLEN];

char zuuid[UUID_PRINTABLE_STRING_LENGTH];

zone_iptype_t  ziptype;
} zone_entry_t;
unchanged_portion_omitted_

/*

* Verify that the special deviceffile system exists and is valid.
*

static int

verify_fs_special(struct zone_fstab *fstab)

{

struct stat64 st;
struct stat st;

1%

* This validation is really intended for standard zone administration.

* |f we are in a mini-root or some other upgrade situation where
* we are using the scratch zone, just by-pass this.
*

if (zonecfg_in_alt_root())
return (Z_OK);

if (strcmp(fstab->zone_fs_type, MNTTYPE_ZFS) == 0)
return (verify_fs_zfs(fstab));

if (stat64(fstab->zone_fs_special, &st) != 0) {
if (stat(fstab->zone_fs_special, &st) != 0) {
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2455
2456
2457
2458

2460
2461
2462
2463
2464
2465
2466
2467
2468
2469
2470
2471

2473
2474

2476
2477

2479

2481
2482

2484
2485

2487
2488

2490
2491
2492
2493

2495
2496
2497
2498
2499
2500
2501
2502
2503
2504
2505
2506
2507
2508
2509
2510
2511
2512
2513
2514
2515
2516
2517
2518
2519

(void) fprintf(stderr, gettext("could not verify fs "
"%s: could not access %s: %s\n"), fstab->zone_fs_dir,
fstab->zone_fs_special, strerror(errno));
) return (Z_ERR);

if (strcemp(st.st_fstype, MNTTYPE_NFS) == 0) {
/*

* TRANSLATION_NOTE

*fs and NFS are literals that should
* not be translated.

*

(void) fprintf(stderr, gettext("cannot verify "
"fs %s: NFS mounted file system.\n"
"\tA local file system must be used.\n"),
fstab->zone_fs_special);
return (Z_ERR);
}

return (Z_OK);

isregfile(const char *path)
2478 {

struct stat64 st;

if (stat64(path &st) ==-1)
m (-1);

return (S_ISREG(st.st_mode));

verify_filesystems(zone_dochandle_t handle)
2489 {

int return_code = Z_OK;
struct zone_fstab fstab;

char cmdbuf[MAXPATHLEN];
struct stat st;

/*

* No need to verify inherit-pkg-dir fs types, as their type is

* implicitly lofs, which is known. Therefore, the types are only
* verified for regular file systems below.

*

* Since the actual mount point is not known until the dependent mounts
* are performed, we don't attempt any path validation here: that will

* happen later when zoneadmd actually does the mounts.

*

if (zonecfg_setfsent(handle) = Z_OK) {
(v0|d) fprintf(stderr, gettext("could not verify file systems: "
"unable to enumerate mounts\n"));
return (Z_ERR);

}
while (zonecfg_getfsent(handle, &fstab) == Z_OK) {
if (Izonecfg_valid_fs_type(fstab.zone_fs_type)) {
(v0|d) fprlntf(stderr gettext("cannot verify fs %s: "
"type %s is not allowed.\n"), fstab.zone_fs_dir,
fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;

*

* Verify /usr/lib/fs/<fstype>/mount exists.
*
/
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if (snprintf(cmdbuf, sizeof (cmdbuf), "/usr/lib/fs/%s/mount",
fstab.zone_fs_type) > sizeof (cmdbuf)) {
(void) | fprintf(stderr, gettext("cannot verify fs %s: '
"type %s is too long.\n"), fstab.zone_fs_dir,
fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;

}
if (stat(cmdbuf, &st) != 0
(void) fprintf(stderr, gettext("could not verify fs "
"%s: could not access %s: %s\n"), fstab.zone_fs_dir,
cmdbuf, strerror(errno));
return_code = Z_ERR;
goto next_fs;

}
if (IS_ISREG(st.st_mode)) {
(void) fprintf(stderr, gettext("could not verify fs "
"%s: %s is not a regular file\n"),
fstab.zone_fs_dir, cmdbuf);
return_code = Z_ERR;
goto next_fs;

/*
* If zone_fs_raw is set, verify that there's an fsck
* binary for it. If zone_fs_raw is not set, and it's
* not a regular file (lofi mount), and there's an fsck
* binary for it, complain.
* Verify /usr/lib/fs/<fstype>/fsck exists iff zone_fs_raw is
*
W set.
if (snprintf(cmdbuf, sizeof (cmdbuf), "/usr/lib/fs/%s/fsck",
fstab.zone_fs_type) > sizeof (cmdbuf)) {
(void) fprintf(stderr, gettext("cannot verify fs %s: "
"type %s is too long.\n"), fstab.zone_fs_dir,
fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;

}
if (fstab.zone_fs_raw[0] == "\0' && stat(cmdbuf, &st) == 0) {
(void) fprintf(stderr, gettext("could not verify fs "
"%s: must specify 'raw' device for %s "
"file systems\n"),
fstab.zone_fs_dir, fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;

}
if (fstab.zone_fs_raw[0] !="\0' &&
(stat(cmdbuf, &st) 1= 0 || !S_ISREG(st.st_mode))) {
(void) fprintf(stderr, gettext("cannot verify fs %s: "
"raw' device specified but "
"no fsck executable exists for %s\n"),
fstab.zone_fs_dir, fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;
} else if (fstab.zone_fs_raw[0] == "\0' &&
stat(cmdbuf, &st) == 0 &&
isredfile(fstab.zone_fs_special) |= 1) {
(void) fprintf(stderr, gettext( 'could not verify fs "
"%s: must specify 'raw' device for %s "
"file systems\n"),
fstab.zone_fs_dir, fstab.zone_fs_type);
return_code = Z_ERR;
goto next_fs;

}
[* Verify fs_special. */
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2576 if ((return_code = verify_fs_special(&fstab)) != Z_OK)
2577 goto next_fs;

2579 /* Verify fs_raw. */

2580 if (fstab.zone_fs_raw[0] !="\0' &&

2581 stat(fstab.zone_fs_raw, &st) !=0) {

2582 I*

2583 * TRANSLATION_NOTE

2584 *fs is a literal that should not be translated.
2585 */

2586 (void) fprintf(stderr, gettext("could not verify fs "
2587 "%s: could not access %s: %s\n"), fstab.zone_fs_dir,
2588 fstab.zone_fs_raw, strerror(errno));

2589 return_code = Z_ERR;

2590 goto next_fs;

2591 }

2592 next_fs:

2593 zonecfg_free_fs_option_list(fstab.zone_fs_options);
2594 }

2595 (void) zonecfg_endfsent(handle);

2597 return (return_code);

2598 }

unchanged_portion_omitted_
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6384817 Need persistent lofi based mounts and direct mount(1m) support for lofi

/‘k
* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

22 I*
23 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
24 *Use is subject to license terms.

*

/

27 #pragmaident  "@(#)vplat.c 1.61 08/05/07 SMI"
27 #pragmaident  "@(#)vplat.c 1.60 08/04/08 SMI"

29 I*
30 * This module contains functions used to bring up and tear down the
31 * Virtual Platform: [unjmounting file-systems, [un]plumbing network
32 *interfaces, [un]configuring devices, establishing resource controls,
33 *and creating/destroying the zone in the kernel. These actions, on
34 *the way up, ready the zone; on the way down, they halt the zone.
35 * See the much longer block comment at the beginning of zoneadmd.c
36 *for a bigger picture of how the whole program functions.
37 *
38 * This module also has primary responsibility for the layout of "scratch
39 *zones." These are mounted, but inactive, zones that are used during
40 * operating system upgrade and potentially other administrative action. The
41 * scratch zone environment is similar to the miniroot environment. The zone's
42 * actual root is mounted read-write on /a, and the standard paths (/usr,
43 */sbin, /lib) all lead to read-only copies of the running system's binaries.
44 * This allows the administrative tools to manipulate the zone using "-R /a"
45 * without relying on any binaries in the zone itself.
46 *
47 * If the scratch zone is on an alternate root (Live Upgrade [LU] boot
48 * environment), then we must resolve the lofs mounts used there to uncover
49 * writable (unshared) resources. Shared resources, though, are always
50 *read-only. In addition, if the "same" zone with a different root path is
51 *currently running, then "/b" inside the zone points to the running zone's
52 *root. This allows LU to synchronize configuration files during the upgrade
53 * process.
*

55 * To construct this environment, this module creates a tmpfs mount on
56 * $ZONEPATH/Iu. Inside this scratch area, the miniroot-like environment as
57 *described above is constructed on the fly. The zone is then created using
58 * $ZONEPATH/Iu as the root.

*

new/usr/src/cmd/zoneadmd/vplat.c

110

112
113
114

116
117
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119

121
122
123
124

* Note that scratch zones are inactive. The zone's bits are not running and
* likely cannot be run correctly until upgrade is done. Init is not running

* there, nor is SMF. Because of this, the "mounted” state of a scratch zone
*/is not a part of the usual halt/ready/boot state machine.

*

#include <sys/param.h>
#include <sys/mount.h>
#include <sys/mntent.h>
#include <sys/socket.h>
#include <sys/utsname.h>
#include <sys/types.h>
#include <sys/stat.h>
#include <sys/sockio.h>
#include <sys/stropts.h>
#include <sys/conf.h>

#include <sys/dlpi.h>
#include <libdlpi.h>

#include <libdllink.h>
#include <libdlvlan.h>

#include <inet/tcp.h>

#include <arpa/inet.h>
#include <netinet/in.h>
#include <net/route.h>

#include <stdio.h>
#include <errno.h>
#include <fcntl.h>
#include <unistd.h>
#include <rctl.h>
#include <stdlib.h>
#include <string.h>
#include <strings.h>
#include <wait.h>
#include <limits.h>
#include <libgen.h>
#include <libzfs.h>
#include <libdevinfo.h>
#include <zone.h>
#include <assert.h>
#include <libcontract.h>
#include <libcontract_priv.h>
#include <uuid/uuid.h>

#include <sys/mntio.h>

#include <sys/mnttab.h>

#include <sys/fs/autofs.h> /* for _autofssys() */
#include <sys/fs/lofs_info.h>

#include <sys/fs/zfs.h>

#include <pool.h>
#include <sys/pool.h>
#include <sys/priocntl.h>

#include <libbrand.h>
#include <sys/brand.h>
#include <libzonecfg.h>
#include <synch.h>

#include "zoneadmd.h"
#include <tsol/label.h>
#include <libtsnet.h>
#include <sys/priv.h>
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170

#define V4_ADDR_LEN 32
#define V6_ADDR_LEN 128

#define IPD_DEFAULT_OPTS\

MNTOPT_RO"," MNTOPT_LOFS_NOSUB "," MNTOPT_NODEVICES

#define DFSTYPES "letc/dfs/fstypes"
#define MAXTNZLEN 2048

#define ALT_MOUNT(mount_cmd) ((mount_cmd) !=Z_MNT_BOOT)

/* for routing socket */
static int rts_seqgno = 0;

/* mangled zone name when mounting in an alternate root environment */
static char kernzone[ZONENAME_MAX];

/* array of cached mount entries for resolve_lofs */
static struct mnttab *resolve_lofs_mnts, *resolve_lofs_mnt_max;

/* for Trusted Extensions */

static tsol_zcent_t *get_zone_label(zlog_t *, priv_set_t *);
static int tsol_mounts(zlog_t *, char *, char *);

static void tsol_unmounts(zlog_t *, char *);

static m_label_t *zlabel = NULL;
static m_label_t *zid_label = NULL;
static priv_set_t *zprivs = NULL;

/* from libsocket, not in any header file */
extern int getnetmaskbyaddr(struct in_addr, struct in_addr *);

/*

* An optimization for build_mnttable: reallocate (and potentially copy the
* data) only once every N times through the loop.

*/

#define MNTTAB_HUNK 32

/*
* Private autofs system call
*

extern int _autofssys(int, void *);

static int
autofs_cleanup(zoneid_t zoneid)

171 {

172
173
174
175

/*
* Ask autofs to unmount all trigger nodes in the given zone.
*

return (_autofssys(AUTOFS_UNMOUNTALL, (void *)zoneid));

176 }

806
807
808
809

811
812

814
815

817
818

unchanged_portion_omitted_

static int
isregfile(const char *path)

struct stat64 st;

if (stat64(path, &st) == -1)
return (-1);

return (S_ISREG(st.st_mode));
}

static int
dofsck(zlog_t *zlogp, const char *fstype, const char *rawdev)
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1162 static int

char cmdbuf[MAXPATHLEN];
char *argv[4];
int status;

/*
* We could alternatively have called /usr/sbin/fsck -F <fstype>, but
* that would cost us an extra fork/exec without buying us anything.
*

if (snprintf(cmdbuf, sizeof (cmdbuf), “/usr/lib/fs/%sl/fsck", fstype)
>= sizeof (cmdbuf)) {
zerror(zlogp, B_FALSE, "file-system type %s too long", fstype);
return (-1);

}
1*

* |f it doesn't exist, that's OK: we verified this previously.
5

if (isredfile(cmdbuf) == -1)
return (0);

argv[0] = "fsck";

argv[l] ="-m";

argv[2] = (char *)rawdev;
argv[3] = NULL;

status = forkexec(zlogp, cmdbuf, argv);
if (status == 0 || status == -1)
return (status);
zerror(zlogp, B_FALSE, "fsck of '%s' failed with exit status %d; "
"run fsck manually", rawdev, status);
return (-1);

unchanged_portion_omitted_

1163 mount_one(zlog_t *zlogp, struct zone_fstab *fsptr, const char *rootpath)
{

1164
1165
1166
1167
1168
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1172
1173
1174
1175
1176
1177
1178
1179
1180
1181
1182
1183

1185
1186
1187
1188
1189
1190
1191
1192

char path[MAXPATHLEN];

char specpath[MAXPATHLEN];
char optstr[MAX_MNTOPT_STR];
zone_fsopt_t *optptr;

intrv;

if ((rv = valid_mount_path(zlogp, rootpath, fsptr->zone_fs_special,
fsptr->zone_fs_dir, fsptr->zone_fs_type)) < 0) {
zerror(zlogp, B_FALSE, "%s%s is not a valid mount point",
rootpath, fsptr->zone_fs_dir);
return (-1);
}else if (rv > 0) {
/* The mount point path doesn't exist, create it now. */
if (make_one_dir(zlogp, rootpath, fsptr->zone_fs_dir,
DEFAULT_DIR_MODE, DEFAULT_DIR_USER,
DEFAULT_DIR_GROUP) = 0) {
zerror(zlogp, B_FALSE, “failed to create mount point");
return (-1);

}

/*
* Now this might seem weird, but we need to invoke
* valid_mount_path() again. Why? Because it checks
* to make sure that the mount point path is canonical,
* which it can only do if the path exists, so now that
* we've created the path we have to verify it again.
*
/

if ((rv = valid_mount_path(zlogp, rootpath,
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fsptr->zone_fs_special, fsptr->zone_fs_dir,
fsptr->zone_fs_type)) < 0) {
zerror(zlogp, B_FALSE,
"%s%s Is not a valid mount point”,
rootpath, fsptr->zone_fs_dir);
return (-1);

}

(void) snprintf(path, sizeof (path), "%s%s", rootpath,
fsptr->zone_fs_dir);

if (strlen(fsptr->zone_fs_special) == 0) {
/*

* A zero-length special is how we distinguish IPDs from

* general-purpose FSs. Make sure it mounts from a place that
* can be seen via the alternate zone's root.

*/

if (snprintf(specpath, sizeof (specpath), "%s%s",
zonecfg_get_root(), fsptr->zone_fs_dir) >=
sizeof (specpath)) {
zerror(zlogp, B_FALSE, "cannot mount %s: path too "
"long in alternate root", fsptr->zone_fs_dir);
return (-1);

}
if (zonecfg_in_alt_root())
resolve_lofs(zlogp, specpath, sizeof (specpath));
if (domount(zlogp, MNTTYPE_LOFS, IPD_DEFAULT_OPTS
specpath, path) != 0) {
zerror(zlogp, B_TRUE, "failed to loopback mount %s",
specpath);
return (-1);

}
return (0);

}

*

* In general the strategy here is to do just as much verification as

* necessary to avoid crashing or otherwise doing something bad; if the
* administrator initiated the operation via zoneadm(1m), he'll get

* auto-verification which will let him know what's wrong. If he

* modifies the zone configuration of a running zone and doesn't attempt
* to verify that it's OK we won't crash but won't bother trying to be

* too helpful either. zoneadm verify is only a couple keystrokes away.

*

if ('zonecfg_valid_fs_type(fsptr->zone_fs_type)) {
zerror(zlogp, B_FALSE, "cannot mount %s on %s: "
"invalid file-system type %s", fsptr->zone_fs_special,
fsptr->zone_fs_dir, fsptr->zone_fs_type);
return (-1);

}

*

* If we're looking at an alternate root environment, then construct
* read-only loopback mounts as necessary. Note that any special
* paths for lofs zone mounts in an alternate root must have

* already been pre-pended with any alternate root path by the
*/time we get here.

*

if (zonecfg_in_alt_root()) {
struct stat64 st;

if (stat64(fsptr->zone_fs_special, &st) = -1 &&
S_ISBLK(st.st_mode)) {
/*

* |f we're going to mount a block device we need
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* to check if that device is already mounted
* somewhere else, and if so, do a lofs mount
* of the device instead of a direct mount

*,

/
if (check_lofs_needed(zlogp, fsptr) == -1)
return (-1);
} else if (strcmp(fsptr->zone_fs_type, MNTTYPE_LOFS) == 0) {
/*

* For lofs mounts, the special node is inside the
* alternate root. We need lofs resolution for

* this case in order to get at the underlying

* read-write path.

*,

resolve_lofs(zlogp, fsptr->zone_fs_special,
sizeof (fsptr->zone_fs_special));

}

/*
* Run 'fsck -m' if there's a device to fsck.
*/

if (fsptr->zone_fs_raw[0] !="\0' &&
dofsck(zlogp, fsptr->zone_fs_type, fsptr->zone_fs_raw) != 0) {
dofsck(zlogp, fsptr->zone_fs_type, fsptr->zone_fs_raw) != 0)
return (-1);
} else if (isredfile(fsptr->zone_fs_special) == 1 &&
dofsck(zlogp, fsptr->zone_fs_type, fsptr->zone_fs_special) != 0) {
return (-1);
}

/*
* Build up mount option string.
*

optstr[0] = "\0%
if (fsptr->zone_fs_options != NULL) {
(void) stricpy(optstr, fsptr->zone_fs_options->zone_fsopt_opt,
sizeof (optstr));
for (optptr = fsptr->zone_fs_options->zone_fsopt_next;
optptr 1= NULL; optptr = optptr->zone_fsopt_next) {
(void) stricat(optstr, ",", sizeof (optstr));
(void) stricat(optstr, optptr->zone_fsopt_opt,
sizeof (optstr));

}

if ((rv = domount(zlogp, fsptr->zone_fs_type, optstr,
fsptr->zone_fs_special, path)) !=0)
return (rv);
/*
* The mount succeeded. If this was not a mount of /dev then
* we're done.
*

if (strcmp(fsptr->zone_fs_type, MNTTYPE_DEV) != 0)
return (0);
/*
* We just mounted an instance of a /dev filesystem, so now we
* need to configure it.
*

return (mount_one_dev(zlogp, path));

unchanged_portion_omitted_
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6384817 Need persistent lofi based mounts and direct mount(1m) support for lofi

/‘k
* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

21 [
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
22 * Copyright 2007 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

/

24

26 #pragma ident "@(#)hsfs vfsops.c 1.98 08/05/07 SMI"
26 #pragma ident @ (#)hsfs_vfsops.c 1.97 07/10/25 sSMI"
28 I*

29 *VFS operations for High Sierra filesystem

30 ¥/

32 #include <sys/types.h>

33 #include <sys/isa_defs.h>
34 #include <sysl/t_lock.h>

35 #include <sys/param.h>

36 #include <sys/systm.h>

37 #include <sys/sysmacros.h>
38 #include <sys/kmem.h>

39 #include <sys/signal.h>

40 #include <sys/user.h>

41 #include <sys/proc.h>

42 #include <sys/disp.h>

43 #include <sys/buf.h>

44 #include <sys/pathname.h>
45 #include <sys/vfs.h>

46 #include <sys/vfs_opreg.h>
47 #include <sys/vnode.h>

48 #include <sysl/file.h>

49 #include <sys/uio.h>

50 #include <sys/conf.h>

51 #include <sys/policy.h>

53 #include <vm/page.h>

55 #include <sysl/fs/snode.h>

56 #include <sys/fs/hsfs_spec.h>
57 #include <sys/fs/hsfs_isospec.h>
58 #include <sysl/fs/hsfs_node.h>
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60
61

124

#include <sys/fs/hsfs_impl.h>
#include <sys/fs/hsfs_susp.h>
#include <sys/fs/hsfs_rrip.h>

#include <sys/statvfs.h>
#include <sys/mount.h>
#include <sys/mntent.h>
#include <sys/swap.h>
#include <sys/errno.h>
#include <sys/debug.h>
#include "fs/fs_subr.h"
#include <sys/cmn_err.h>
#include <sys/bootconf.h>

#include <sys/sdt.h>

/*
* These are needed for the COROMREADOFFSET Code
*/

#include <sys/cdio.h>
#include <sys/sunddi.h>

#define HSFS_CLKSET

#include <sys/modctl.h>

/*

* Options for mount.

*

/

#define HOPT_GLOBAL MNTOPT_GLOBAL
#define HOPT_NOGLOBAL MNTOPT_NOGLOBAL

#define HOPT_MAPLCASE "maplcase”
#define HOPT_NOMAPLCASE "nomaplcase"
#define HOPT_NOTRAILDOT *“notraildot"

#define HOPT_TRAILDOT "traildot"
#define HOPT_NRR "nrr"
#define HOPT_RR rr"
#define HOPT_JOLIET "joliet"
#define HOPT_NOJOLIET "nojoliet"

#define HOPT_JOLIETLONG "jolietlong"
#define HOPT_VERS2 "vers2"
#define HOPT_NOVERS2 "novers2"
#define HOPT_RO MNTOPT_RO

static char *global_cancel[] = { HOPT_NOGLOBAL, NULL };
static char *noglobal_cancel[] = { HOPT_GLOBAL, NULL };
static char *mapl_cancel[] = { HOPT_NOMAPLCASE, NULL };
static char *nomapl_cancel[] = { HOPT_MAPLCASE, NULL };
static char *ro_cancel[] = { MNTOPT_RW, NULL };

static char *rr_cancel[] = { HOPT_NRR, NULL };

static char *nrr_cancel[] = { HOPT_RR, NULL };

static char *joliet_cancel[] = { HOPT_NOJOLIET, NULL };
static char *nojoliet_cancel[] = { HOPT_JOLIET, NULL };
static char *vers2_cancel[] = { HOPT_NOVERS2, NULL };
static char *novers2_cancel[] = { HOPT_VERS2, NULL };
static char *trail_cancel[] = { HOPT_NOTRAILDOT, NULL },
static char *notrail_cancel[] = { HOPT_TRAILDOT, NULL };

static mntopt_t hsfs_options[] = {
{ HOPT_GLOBAL, global_cancel, NULL, O, NULL },
{ HOPT_NOGLOBAL, noglobal_ cancel NULL MO_DEFAULT, NULL },
{ HOPT_MAPLCASE, mapl_cancel, NULL MO DEFAULT, NULL}
{ HOPT_NOMAPLCASE, nomapl_cancel NULL, 0, NULL}
{HOPT_RO, ro_cancel, NULL, MO_DEFAULT, NULL },
{HOPT_RR, rr _cancel, NULL, MO_DEFAULT, NULL },
{HOPT_| NRR nrr cancel NULL 0, NULL},
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125 { HOPT_JOLIET, joliet_cancel, NULL, O, NULL },

126 { HOPT_NOJOLIET, nojoliet_¢ cancel NULL, 0, NULL },

127 {HOPT_JOLIETLONG, NULL, NULL 0, NULL}

128 {HOPT_VERS?2, vers2_cancel, NULL, O, NULL },

129 { HOPT_NOVERS?2, novers2 cancel NULL, 0, NULL },

130 { HOPT_TRAILDOT, trail_cancel, NULL, MO_DEFAULT, NULL },
131 {HOPT NOTRAILDOT, notrail cancel NULL 0, NULL}

132 {"sector", NULL, "0", MO_HASVALUE NULL},

133 }

'unchanged_portion_omitted_

1336 /*

1337 * Common code for mount and umount.

1338 * Check that the user's argument is a reasonable

1339 *thing on which to mount, and return the device number if so.

1340 */

1341 static int

1342 hs_getmdev(struct vfs *vfsp, char *fspec, int flags, dev_t *pdev, mode_t *mode,
1343  cred_t *cr)

1344 {

1345 int error;

1346 struct vnode *svp = NULL;

1347 struct vnode *lvp = NULL;

1348 struct vnode *bvp;

1346 struct vnode *vp;

1349 struct vattr vap;

1350 dev_t dev;

1351 enum uio_seg fromspace = (flags & MS_SYSSPACE) ?
1352 UIO_SYSSPACE : UIO_USERSPACE;

1354 I*

1355 * Look up the deviceffile to be mounted.

1351 * Get the device to be mounted

1356 *

1357 error = lookupname(fspec, fromspace, FOLLOW, NULLVPP, &svp);
1353 error = lookupname(fspec, (flags & MS_SYSSPACE) ?
1354 UIO_SYSSPACE : UIO_USERSPACE, FOLLOW, NULLVPP, &vp);
1358 if (error) {

1359 if (error == ENOENT)

1360 error = ENODEYV;

1361 goto o

1356 if (error = ENOENT) {

1357 return (ENODEV); /* needs translation */
1362 }

1364 error = vfs_get_lofi(vfsp, &lvp);

1366 if (error > 0) {

1367 if (error == ENOENT)

1368 error = ENODEV;

1369 goto out;

1370 } else if (error == 0) {

1371 bvp = Ilvp;

1372 }else {

1373 bvp = svp;

1375 if (bvp->v_type != VBLK) {

1376 error = ENOTBLK;

1377 goto out;

1359 return (error);

1378 }

1380 if ((error = secpolicy_spec_open(cr, bvp, FREAD)) != 0)
1381 goto out;

1361 if (vp->v_type 1= VBLK) {

1362 VN_RELE(vp);
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1363
1382

1384
1385
1366
1386
1387
1388
1368
1369
1370
1371
1372

1390
1391
1375
1392

1394
1378
1379

1396

1398
1399
1400
1401
1402
1403
1404
1405
1388
1406
1407
1390
1408

1410
1411
1412
1413

1415
1416
1417
1418
1419
1420
1421
1393
1394
1395

out:

1422 }

return (ENOTBLK);
}

/*

* Can we read from the device/file ?
* Can we read from the device?

*

if ((error = VOP_ACCESS(svp, VREAD, 0, cr, NULL)) != 0)

goto out;
if ((error = VOP_ACCESS(vp, VREAD, 0, cr, NULL)) I=0 ||
(error = secpolicy_spec_open(cr, vp, FREAD)) != 0) {
VN_RELE(vp);
return (error);

}

vap.va_mask = AT_MODE; /* get protection mode */
(void) VOP GETATTR(bvp| &vap, 0, CRED(), NULL);

(void) VOP_GETATTR(vp, &vap, 0, CRED(), NULL);

*mode = vap.va_mode;

dev = *pdev = bvp->v_rdev;
dev = *pdev = vp->v_rdev;
VN_RELE(vp);

error = EBUSY;

/*
* Ensure that this device isn't already mounted,
* unless this is a REMOUNT request or we are told to suppress
* mount checks.
*/

if (flags & MS_NOCHECK) == 0) {
if (vfs_t devmountmg(dev visp))
goto out;
return (EBUSY);
if (vfs_devismounted(dev) && !(flags & MS_REMOUNT))
goto out;
return (EBUSY);
}

if (getmajor(*pdev) >= devcnt) {
error = ENXIO
goto out;

}
error = 0;

if (svp != NULL)
VN_RELE(svp);

if (Ivp !'= NULL)
VN_RELE(lvp);

return (error);

if (getmajor(*pdev) >= devcnt)
return (ENXIO);

return (0);

unchanged_portion_omitted_
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/‘k
* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

21 [
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
22 * Copyright 2007 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

/

24
26 #pragmaident  "@(#)pc_vfsops.c 1.105  08/05/07 SMI"
26 #pragmaident  "@(#)pc_vfsops.c 1.104  07/10/25 SMI"

28 #include <sys/param.h>

29 #include <sys/systm.h>

30 #include <sys/lkmem.h>

31 #include <sys/user.h>

32 #include <sys/proc.h>

33 #include <sys/cred.h>

34 #include <sys/disp.h>

35 #include <sys/buf.h>

36 #include <sys/vfs.h>

37 #include <sys/vfs_opreg.h>
38 #include <sys/vnode.h>

39 #include <sys/fdio.h>

40 #include <sysl/file.h>

41 #include <sys/uio.h>

42 #include <sys/conf.h>

43 #include <sys/statvfs.h>
44 #include <sys/mount.h>

45 #include <sys/pathname.h>
46 #include <sys/cmn_err.h>
47 #include <sys/debug.h>

48 #include <sys/sysmacros.h>
49 #include <sys/conf.h>

50 #include <sys/mkdev.h>
51 #include <sys/swap.h>

52 #include <sys/sunddi.h>
53 #include <sys/sunldi.h>

54 #include <sys/dktp/fdisk.h>
55 #include <sysl/fs/pc_label.h>
56 #include <sys/fs/pc_fs.h>
57 #include <sys/fs/pc_dir.h>
58 #include <sys/fs/pc_node.h>
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101
102
103
104
105
106
107
108

#include <fs/fs_subr.h>
#include <sys/modctl.h>
#include <sys/dkio.h>
#include <sys/open.h>
#include <sys/mntent.h>
#include <sys/policy.h>
#include <sys/atomic.h>
#include <sys/sdt.h>

/*
* The majority of PC media use a 512 sector size, but
* occasionally you will run across a 1k sector size.
* For media with a 1k sector size, fd_strategy() requires
* the 1/O size to be a 1k multiple; so when the sector size
* is not yet known, always read 1k.
*
!

#define PC_SAFESECSIZE (PC_SECSIZE * 2)
static int pcfs_pseudo_floppy(dev_t);

static int pcfsinit(int, char *);

static int pcfs_mount(struct vfs *, struct vnode *, struct mounta *,
struct cred *);

static int pcfs_unmount(struct vfs *, int, struct cred *);

static int pcfs_root(struct vfs *, struct vnode **);

static int pcfs_statvfs(struct vfs *, struct statvfs64 *);

static int pc_syncfsnodes(struct pcfs *);

static int pcfs_sync(struct vfs *, short, struct cred *);

static int pcfs_vget(struct vfs *vfsp, struct vnode **vpp, struct fid *fidp);

static void pcfs_freevfs(vfs_t *vfsp);

static int pc_readfat(struct pcfs *fsp, uchar_t *fatp);
static int pc_writefat(struct pcfs *fsp, daddr_t start);

static int pc_getfattype(struct pcfs *fsp);
static void pcfs_parse_mntopts(struct pcfs *fsp, struct mounta *uap);

/*
* pcfs mount options table
*/

static char *nohidden_cancel[] = { MNTOPT_PCFS_HIDDEN, NULL };

static char *hidden_cancel[] = { MNTOPT_PCFS NOHIDDEN NULL };

static char *nofoldcase_cancel[] = { MNTOPT_PCFS_ FOLDCASE NULL };
static char *foldcase_cancel[] = { MNTOPT_PCFS_NOFOLDCASE, NULL };
static char *clamptime_cancel[] = { MNTOPT_PCFS_NOCLAMPTIME, NULL };
static char *noclamptime_cancel[] = { MNTOPT_PCFS_CLAMPTIME, NULL };
static char *atime_cancel[] = { MNTOPT_NOATIME, NULL };

static char *noatime_cancel[] = { MNTOPT_ATIME, NULL };

110 static mntopt_t mntopts[] = {

111

112 */ option name cancel option  default arg flags  optdata

113 *

114 { MNTOPT_PCFS_NOHIDDEN, nohidden_cancel, NULL, 0, NULL },

115 {MNTOPT_PCFS_HIDDEN, hidden cancel, NULL MO DEFAULT NULL },

116 { MNTOPT_PCFS_ NOFOLDCASE nofoldcase cancel NULL, MO_DEFAULT, NULL },
117 { MNTOPT_PCFS_FOLDCASE, foldcasefcancel NULL, O, NULL}

118 { MNTOPT_PCFS_CLAMPTIME, clamptime_cancel, NULL, MO_DEFAULT, NULL },
119 {MNTOPT_PCFS_ NOCLAMPTIME noclamptime_ cancel NULL NULL, NULL}

120 { MNTOPT_NOATIME, noatime cancel NULL, NULL, NULL}

121 { MNTOPT_ATIME, atime_cancel, NULL, NULL, NULL}

122 { MNTOPT_PCFS_TIMEZONE, NULL, "+0", MO_DEFAULT | MO_HASVALUE, NULL },
123 { MNTOPT_PCFS_SECSIZE, NULL NULL MO _HASVALUE, NULL }

124 }

unchanged_portion_omitted_
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338 *
275 static struct pcfs *pc_mounttab = NULL; 339 if (strcasecmp(c, "boot") == 0) {
340 *
277 extern struct pcfs_args pc_tz; 341 */The Solaris boot partition is requested.
342 *
279 I* 343 *dos_ldrive = BOOT_PARTITION_DRIVE;
280 * Define some special logical drives we use internal to this file. 344 } else if (strspn(c, "0123456789") == strlen(c)) {
281 */ 345 *
282 #define BOOT_PARTITION_DRIVE 99 346 * All digits - parse the partition number.
283 #define PRIMARY_DOS_DRIVE 1 347 */
284 #define UNPARTITIONED_DRIVE 0 348 long drvnum = 0;
286 static int 350 if ((error = ddi_strtol(c, NULL, 10, &drvnum)) == 0) {
287 pcfs_device_identify( 351 I*
288 struct vfs *vfsp, 352 * A number alright - in the allowed range ?
289 struct mounta *uap, 353 *
290 struct cred *cr, 354 if (drvnum > 24 || drvnum == 0)
291 int *dos_ldrive, 355 error = ENXIO;
292 dev_t *xdev) 356 }
293 { 357 if (error)
294 struct pathname special; 358 goto devlookup_done;
295 char *c; 359 *dos_ldrive = (int)drvnum;
296 struct vnode *svp = NULL; 360 } else if (strlen(c) == 1) {
297 struct vnode *Ivp = NULL; 361 I*
296 struct vnode *bvp; 362 * A single trailing character was specified.
298 int oflag, aflag; 363 * - [c-zC-Z] means a harddisk partition, and
299 int error; 364 * we retrieve the partition number.
365 * - [abAB] means a floppy drive, so we swallow
301 I* 366 * the "drive specifier" and test later
302 * Resolve path name of special file being mounted. 367 * whether the physical device is a floppy or
303 */ 368 * PCMCIA pseudofloppy (sram card).
304 if (error = pn_get(uap->spec, UIO_USERSPACE, &special)) { 369 */
305 return (error); 370 *c = tolower(*c);
306 } 371 if *c=="a"|| *c =="b") {
372 *dos_ldrive = UNPARTITIONED_DRIVE;
308 *dos_ldrive = -1; 373 }elseif (*c<'c'|| *¢ > '2") {
374 error = ENXIO;
310 if (error = 375 goto devlookup_done;
311 lookupname(special.pn_path, UIO_SYSSPACE, FOLLOW, NULLVPP, &svp)) { 376 }else {
310 lookupname(special.pn_path, UIO_SYSSPACE, FOLLOW, NULLVPP, &bvp)) { 377 *dos_ldrive =1 + *c - 'c’;
312 I* 378
313 * |f there's no device node, the name specified most likely 379 }else {
314 * maps to a PCFS-style "partition specifier" to select a 380
315 * harddisk primary/logical partition. Disable floppy-specific 381 * Can't parse this - pass through previous error.
316 * checks in such cases unless an explicit :A or :B is 382 *
317 * requested. 383 goto devlookup_done;
318 * 384 }
320 *
321 * Split the pathname string at the last ":' separator. 387 error = lookupname(special.pn_path, UIO_SYSSPACE, FOLLOW,
322 * |f there's no "' in the device name, or the "' is the 388 NULLVPP, &svp);
323 * last character in the string, the name is invalid and 387 NULLVPP, &bvp);
324 * the error from the previous lookup will be returned. 389 }else {
325 */ 390 *dos_ldrive = UNPARTITIONED_DRIVE;
326 ¢ = strrchr(special.pn_path, "'); 391 }
327 if (c == NULL || strlen(c) == 0) 392 devlookup_done:
328 goto devliookup_done; 393 pn_free(&special);
394 if (error)
330 *c++ = '\0% 395 return (error);
332 I* 397 ASSERT(*dos_ldrive >= UNPARTITIONED_DRIVE);
333 * PCFS partition name suffixes can be:
334 * - "boot" to indicate the X86BOOT partition 398 *xdev = bvp->v_rdev;
335 * - a drive letter [c-z] for the "DOS logical drive"
336 * - a drive number 1..24 for the "DOS logical drive" 399 I*
337 * - a "floppy name letter", 'a’ or 'b' (just strip this) 400 * Verify caller's permission to open the device special file.
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401 */

402 if (vfsp->vfs_flag & VFS_RDONLY) 1= 0 ||
403 ((uap->flags & MS_RDONLY) !=0)) {
404 oflag = FREAD;

405 aflag = VREAD;

406 }else {

407 oflag = FREAD | FWRITE;

408 aflag = VREAD | VWRITE;

409 }

411 error = vfs_get_lofi(vfsp, &lvp);

413 if (error > 0) {

414 if (error == ENOENT)

415 error = ENODEYV;
416 goto out;

417 } else if (error == 0) {

418 *xdev = Ilvp->v_rdev;

419 }else {

420 *xdev = svp->v_rdev;

422 if (svp->v_type != VBLK)

412 if (bvp->v_type != VBLK)

423 error = ENOTBLK;
425 if ((error = secpolicy_spec_open(cr, svp, oflag)) != 0)
426 goto out;

427 1

429 if (getmajor(*xdev) >= devcnt) {

414 else if (getmajor(*xdev) >= devcnt)

430 error = ENXIO;

431 goto out;

432 }

434 if ((error = VOP_ACCESS(svp, aflag, 0, cr, NULL)) != 0)
435 goto out;

437 out:

438 if (svp 1= NULL)

439 VN_RELE(svp);

440 if (Ivp != NULL)

441 VN_RELE(lvp);

417 if ((error 1= 0) ||

418 (error = VOP_ACCESS(bvp, aflag, 0, cr, NULL)) =0 ||
419 (error = secpolicy_spec_open(cr, bvp, oflag)) != 0) {
420 VN_RELE(bvp);

442 return (error);

422 1

424 VN_RELE(bvp);

425 return (0);

443 }

unchanged_portion_omitted_




new/usr/src/uts/common/fs/udfs/udf_vfsops.c

46425 Wed May 7 11:21:43 2008
new/usr/src/uts/common/fs/udfs/udf_vfsops.c
PSARC/2008/290 lofi mount
6384817 Need persistent lofi based mounts and direct mount(1m) support for lofi

1%

* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

21 [
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
22 * Copyright 2007 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

/

24
26 #pragmaident  "@(#)udf_vfsops.c 1.49 08/05/07 SMI"
26 #pragmaident  "@(#)udf_vfsops.c 1.48 07/10/25 SMI"

28 #include <sys/types.h>

29 #include <sys/t_lock.h>
30 #include <sys/param.h>
31 #include <sys/time.h>

32 #include <sys/systm.h>
33 #include <sys/sysmacros.h>
34 #include <sys/resource.h>
35 #include <sys/signal.h>
36 #include <sys/cred.h>

37 #include <sys/user.h>

38 #include <sys/buf.h>

39 #include <sys/vfs.h>

40 #include <sys/vfs_opreg.h>
41 #include <sys/stat.h>

42 #include <sys/vnode.h>
43 #include <sys/mode.h>
44 #include <sys/proc.h>

45 #include <sys/disp.h>

46 #include <sysffile.h>

47 #include <sysl/fcntl.h>

48 #include <sys/flock.h>

49 #include <sys/lkmem.h>
50 #include <sys/uio.h>

51 #include <sys/dnlc.h>

52 #include <sys/conf.h>

53 #include <sys/errno.h>

54 #include <sys/mman.h>
55 #include <sys/fbuf.h>

56 #include <sys/pathname.h>
57 #include <sys/debug.h>
58 #include <sys/vmsystm.h>
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86
87

115

121
122
123
124

#include <sys/cmn_err.h>
#include <sys/dirent.h>
#include <sys/errno.h>
#include <sys/modctl.h>
#include <sys/statvfs.h>
#include <sys/mount.h>
#include <sys/sunddi.h>
#include <sys/bootconf.h>
#include <sys/policy.h>

#include <vm/hat.h>
#include <vm/page.h>
#include <vm/pvn.h>
#include <vm/as.h>
#include <vm/seg.h>
#include <vm/seg_map.h>
#include <vm/seg_kmem.h>
#include <vm/seg_vn.h>
#include <vm/rm.h>
#include <vm/page.h>
#include <sys/swap.h>
#include <sys/mntent.h>

#include <fs/fs_subr.h>

#include <sys/fs/udf_volume.h>
#include <sys/fs/udf_inode.h>

extern struct vnode *common_specvp(struct vnode *vp);

extern kmutex_t ud_sync_busy;
static int32_t ud_mountfs(struct vfs *,
enum whymountroot, dev_t, char *, struct cred *, int32_t);
static struct udf_vfs *ud_validate_and_fill_superblock(dev_t,
int32_t, uint32_t);
void ud_destroy_fsp(struct udf_vfs *);
void ud_convert_to_superblock(struct udf_vfs *,
struct log_vol_int_desc *);
void ud_update_superblock(struct vfs *);
int32_t ud_get_last_block(dev_t, daddr_t *);
static int32_t ud_val_get_vat(struct udf_vfs *,
dev_t, daddr_t, struct ud_map *);
int32_t ud_read_sparing_tbls(struct udf_vfs *,
dev_t, struct ud_map *, struct pmap_typ2 *);
uint32_t ud_get_Ibsize(dev_t, uint32_t *);

static int32_t udf_mount(struct vfs *,
struct vnode *, struct mounta *, struct cred *);
static int32_t udf_unmount(struct vfs *, int, struct cred *);
static int32_t udf_root(struct vfs *, struct vnode **);
static int32_t udf_statvfs(struct vfs *, struct statvfsé4 *);
static int32_t udf_sync(struct vfs *, int16_t, struct cred *);
static int32_t udf_vget(struct vfs *, struct vnode **, struct fid *);
static int32_t udf_mountroot(struct vfs *vfsp, enum whymountroot);

static int udfinit(int, char *);

static mntopts_t udfs_mntopts;

static vfsdef_t viw = {
VFSDEF_VERSION,

"udfs",
udfinit,
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125 VSW_HASPROTO|VSW_CANREMOUNT|VSW_STATS, 227 if (error > 0) {
126 &udfs_mntopts 228 if (error == ENOENT)
127 }; 229 error = ENODEV;
unchanged_portion_omitted_ 230 goto out;
231 } else if (error == 0) {
232 dev = lvp->v_rdey;
170 /¥ --mmemmemme e vfs routines -------------------- */ 233 }else{
234 dev = svp->v_rdev;
172 [*
173 * XXX - this appears only to be used by the VM code to handle the case where 236 if (svp->v_type != VBLK) {
174 * UNIX is running off the mini-root. That probably wants to be done 223 if (bvp->v_type != VBLK) {
175 * differently. 237 error = ENOTBLK;
176 */ 238 goto out;
177 struct vnode *rootvp; 239 }
178 #ifndef _ lint 240 }
179 _NOTE(SCHEME_PROTECTS_DATA("safe sharing", rootvp)) 227 dev = bvp->v_rdev;
180 #endif
181 static int32_t 242 I*
182 udf_mount(struct vfs *vfsp, struct vnode *mvp, 243 * Ensure that this device isn't already mounted,
183 ( struct mounta *uap, struct cred *cr) 244 * unless this is a REMOUNT request
184 245
185 dev_t dev; 246 |f (vfs_devmounting(dev, vfsp)) {
186 struct vnode *lvp = NULL; 247 error = EBUSY;
187 struct vnode *svp = NULL; 248 goto out;
186 struct vnode *bvp; 249
188 struct pathname dpn; 250 if (vfs_devismounted(dev)) {
189 int32_t error; 251 if (uap->flags & MS_REMOUNT) {
190 enum whymountroot why; 252 why = ROOT_REMOUNT;
191 int oflag, aflag; 253 }else {
254 error = EBUSY;
193 ud_printf("udf_mount\n"); 255 goto out;
256
195 if ((error = secpolicy_fs_mount(cr, mvp, vfsp)) != 0) { 257 }else {
196 return (error); 258 why = ROOT_INIT;
197 } 259 }
260 if (getmajor(dev) >= devcent) {
199 if (mvp->v_type != VDIR) { 261 error = ENXIO;
200 return (ENOTDIR); 262 goto out;
201 } 263 }
203 mutex_enter(&mvp->v_lock); 265 I*
204 if ((uap->flags & MS_REMOUNT) == 0 && 266 * If the device is a tape, mount it read only
205 (uap->flags & MS_OVERLAY) == 0 && 267 *
206 (mvp->v_count !=1 || (mvp->v_flag & VROOQOT))) { 268 if (devopsp[getmajor(dev)] >devo_cb_ops->cb_flag & D_TAPE) {
207 mutex_exit(&mvp->v_lock); 269 visp->vfs_flag |= VFS_RDONLY;
208 return (EBUSY); 270 }
209 }
210 mutex_exit(&mvp->v_lock); 272 if (uap->flags & MS_RDONLY) {
273 visp->vfs_flag |= VFS_RDONLY;
212 if (error = pn_get(uap->dir, UIO_USERSPACE, &dpn)) { 274 }
213 return (error);
214 } 276 I
277 * Set mount options.
216 I* 278 */
217 * Resolve path name of the file being mounted. 279 if (uap->flags & MS_RDONLY) {
216 * Resolve path name of special file being mounted. 280 vfs_setmntopt(vfsp, MNTOPT_RO, NULL, 0);
218 */ 281 }
219 if (error = lookupname(uap->spec, UIO_USERSPACE, FOLLOW, NULLVPP, 282 if (uap->flags & MS_NOSUID) {
220 &svp)) { 283 vfs_setmntopt(vfsp, MNTOPT_NOSUID, NULL, 0);
219 &bvp)) { 284 }
221 pn_free(&dpn);
222 return (error); 286 I*
223 } 287 * Verify that the caller can open the device special file as
288 * required. It is not until this moment that we know whether
225 error = vfs_get_lofi(vfsp, &lvp); 289 * we're mounting "ro" or not.
290 *
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291
292
293
294
295
296
297

299
300
285
286
301
288

303
304

306
307
308
309

310 out:

311
312
313
314
295
315

316
317 }

if (vfsp->vfs_flag & VFS_RDONLY) != 0) {

oflag = FREAD;
aflag = VREAD;
}else {
oflag = FREAD | FWRITE;
aflag = VREAD | VWRITE;
}

if (Ivp == NULL &&
(error = secpolicy_spec_open(cr, svp, oflag)) != 0)

if ((error = VOP_ACCESS(bvp, aflag, 0, cr, NULL)) I=0 ||
(error = secpolicy_spec_open(cr, bvp, oﬂag)) 1=0) {

goto out;

}

if ((error = VOP_ACCESS(svp, aflag, 0, cr, NULL)) !=0)
goto out;

/*

* Mount the filesystem.
*
error = ud_mountfs(vfsp, why, dev, dpn.pn_path, cr, 0);

if (svp != NULL)
VN_RELE(svp);
if (Ivp '= NULL)
VN_RELE(lvp);
VN_RELE(bvp);
pn_free(&dpn);

return (error);

unchanged_portion_omitted_

421 [*
423

422 * Get file system statistics.
*

424 static int32_t
425 udf_statvfs(struct vfs *vfsp, struct statvfs64 *sp)

426 {
427
428
429
430

432

434
435

437
438
439
440
441
442
443
444
445
446
447
448

450
451

struct udf_vfs *udf_vfsp;
struct ud_part *parts;
dev32_t d32;

int32_t index;

ud_printf("udf_statvfs\n");

udf_vfsp = (struct udf_vfs *)vfsp->vfs_data;
(void) bzero(sp, sizeof (struct statvfs64));

mutex_enter(&udf_vfsp->udf_lock);

sp->f_bsize = udf_vfsp->udf_lbsize;

sp->f_frsize = udf_vfsp->udf_lbsize;

sp->f_blocks = 0;

sp->f_bfree = 0;

parts = udf_vfsp->udf_parts;

for (index = 0; index < udf_vfsp->udf_npart; index++) {
sp->f_blocks += parts->udp_nblocks;
sp->f_bfree += parts->udp_nfree;
parts++;

}
sp->f_bavail = sp->f_bfree;

/*
* Since there are no real inodes allocated
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452 * we will approximate

453 * each new file will occupy :

454 * 38(over head each dent) + MAXNAMLEN / 2 + inode_size(==block size)
455 *

456 sp->f_ffree = sp->f_favail =

457 (sp->f_bavail * sp->f_bsize) / (146 + sp->f_bsize);

459 *

460 * The total number of inodes is

461 * the sum of files + directories + free inodes

462 */

463 sp->f_files = sp->f_ffree + udf_vfsp->udf_nfiles + udf_vfsp->udf_ndirs;
445 sp->f_files = sp->f_ffree +

446 udf_vfsp->udf_nfiles +

447 udf_vfsp->udf_ndirs;

464 (void) cmpldev(&d32, vfsp->vfs_dev);

465 sp->f_fsid = d32;

466 (void) strcpy(sp->f_basetype, vfssw[vfsp->vfs_fstype].vsw_name);
467 sp->f_flag = vi_to_stf(vfsp->vfs_flag);

468 sp->f_namemax = MAXNAMLEN;

469 (void) strcpy(sp->f_fstr, udf_vfsp->udf_volid);

471 mutex_exit(&udf_vfsp->udf_lock);

473 return (0);

474 }

unchanged_portion_omitted_

966 static struct udf_vfs *
967 ud_validate_and_fill_superblock(dev_t dev, int32_t bsize, uint32_t avd_loc)

968 {

969 int32_t error, count, index, shift;

970 uint32_t dummy, vds_loc;

971 caddr_t addr;

972 daddr_t blkno, Iblkno;

973 struct buf *secbp, *bp;

974 struct tag *ttag;

975 struct anch_vol_desc_ptr *avdp;

976 struct file_set_desc *fsd;

977 struct udf_vfs *udf_vfsp = NULL;

978 struct pmap_hdr *hdr;

979 struct pmap_typl *typl;

980 struct pmap_typ2 *typ2;

981 struct ud_map *map;

982 int32_t desc_len;

984 ud_printf("ud_validate_and_fill_superblock\n");

986 if (bsize < DEV_BSIZE) {

987 return (NULL);

988 }

989 shift = 0;

990 while ((bsize >> shift) > DEV_BSIZE) {

991 shift++;

992 }

994 *

995 * Read Anchor Volume Descriptor

996 * Verify it and get the location of

997 * Main Volume Descriptor Sequence

998 */

999 secbp = ud_bread(dev, avd_loc << shift, ANCHOR_VOL_DESC_LEN);
1000 if ((error = geterror(secbp)) I= 0) {
1001 cmn_err(CE_NOTE, "udfs : Could not read Anchor Volume Desc %x",

1002 error);
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985

986
1003
1004
1005
1006
1007
1008
1009
1010
1011
1012
1013
1014
1015
1016
1017
1018
1019

1021
1022
1023
1024
1025
1026
1027
1028
1029
1030
1031
1014
1015

1033
1034
1035
1036
1037
1038
1039
1040
1041
1042

1044
1045
1046
1047
1048
1049
1050
1051
1052

1055
1056
1057
1058
1059
1060
1061
1062
1063
1064

cmn_err(CE_NOTE

"udfs ; Could not read Anchor Volume Desc %x", error);
brelse(secbp);
return (NULL);

avdp = (struct anch_vol_desc_ptr *)secbp->b_un.b_addr;
if (ud_verify_tag_and_desc(&avdp->avd_tag, UD_ANCH_VOL_DESC,
avd_loc, T, ANCHOR_VOL_DESC_LEN) 1=0){
brelse(secbp);
return (NULL);

}
udf_vfsp = (struct udf_vfs *)

kmem_zalloc(sizeof (struct udf_vfs), KM_SLEEP);
udf_vfsp->udf_mvds_loc = SWAP_32(avdp->avd_main_vdse.ext_loc);
udf_vfsp->udf_mvds_len = SWAP_32(avdp->avd_main_vdse.ext_len);
udf_vfsp->udf_rvds_loc = SWAP_32(avdp->avd_res_vdse.ext_loc);
udf_vfsp->udf_rvds_len = SWAP_32(avdp->avd_res_vdse.ext_len);
secbp->b_flags = B_AGE | B_STALE;
brelse(secbp);

/*

* Read Main Volume Descriptor Sequence
* and process it

*

vds_loc = udf_vfsp->udf_mvds_loc;
secbp = ud_bread(dev, vds_loc << shift,
udf_vfsp->udf_mvds_len);
if ((error = geterror(secbp)) 1= 0) {
brelse(secbp);

cmn_err(CE_NOTE, "udfs : Could not read Main Volume Desc %x",

error);
cmn_err(CE_NOTE,
"udfs : Could not read Main Volume Desc %x", error);

vds_loc = udf_vfsp->udf_rvds_loc;
secbp = ud_bread(dev, vds_loc << shift,
udf_vfsp->udf_rvds_len);
if ((error = geterror(secbp)) != 0) {
brelse(secbp);
cmn_err(CE_NOTE,
"udfs : Could not read Res Volume Desc %x", error);
return (NULL);

}

udf_vfsp->udf_vds = ngeteblk(udf_vfsp->udf_mvds_len);

bp = udf_vfsp->udf_vds;

bp->b_edev = dey;

bp->b_dev = cmpdev(dev);

bp->b_blkno = vds_loc << shift;

bp->b_bcount = udf_vfsp->udf_mvds_len;

bcopy(secbp->b_un.b_addr, bp->b_un.b_addr, udf_vfsp->udf_mvds_len);
secbp->b_flags [= B_STALE | B_AGE;

brelse(secbp);

count = udf_vfsp->udf_mvds_len / DEV_BSIZE;
addr = bp->b_un.b_addr;
for (index = 0; index < count; index ++) {
ttag = (struct tag *)(addr + index * DEV_BSIZE);
desc_len = udf_vfsp->udf_mvds_len - (index * DEV_BSIZE);
if (ud_verify_tag_and_desc(ttag, UD_PRI_VOL_DESC,
vds_loc + (index >> shift),
1, desc_len) == 0) {
if (udf_vfsp->udf_pvd == NULL) {
udf_vfsp->udf_pvd =
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1065
1066
1067

1069
1070

1072
1073
1074
1075
1076
1077
1078

1080
1081
1082
1083
1084
1085
1086
1087
1088
1089
1090
1091

1093
1094
1095
1096
1097
1098

1100
1101
1102
1103

1105
1106
1107
1108
1109
1110
1111
1112
1113
1114
1115
1116
1117
1118
1119
1120
1121
1122
1123
1124
1125

1127
1128
1129
1130

(struct pri_vol_desc *)ttag;
}else {
struct pri_vol_desc *opvd, *npvd;

opvd = udf_vfsp->udf_pvd;
npvd = (struct pri_vol_desc *)ttag;

if ((stmcmp(opvd->pvd_vsi,
npvd->pvd_vsi, 128) == 0) &&
(strncmp(opvd->pvd_vol_id,
npvd->pvd_vol_id, 32) == O) &&
(strncmp((caddr_t t)&opvd >pvd_desc_cs,
(caddr_t)&npvd->pvd_desc_cs,
sizeof (charspec_t)) == 0)) {

if (SWAP_32(opvd->pvd_vdsn) <
SWAP_32(npvd->pvd_vdsn)) {
udf_vfsp->udf_pvd = npvd,;

}else {

}

} else if (ud_verify_tag_and_desc(ttag, UD_LOG_VOL_DESC,
vds_loc + (|ndex >> shift),
1, desc_len) == 0) {
struct log_vol_desc *Ivd;

goto out;

Ivd = (struct log_vol_desc *)ttag;
if (strncmp(lvd->lvd_dom_id.reg_id,
UDF_DOMAIN_NAME, 23) I=0) {
printf(" "Domain ID in Ivd is not valid\n");
goto out;

}

if (udf_vfsp->udf_Ivd == NULL) {
udf_vfsp->udf_Ivd = Ivd;
}else {
struct log_vol_desc *olvd;

olvd = udf_vfsp->udf_Ivd;
if ((strncmp((caddr_ t)&olvd ->lvd_desc_cs,
(caddr_t)&lvd->lvd_desc_cs,
sizeof (charspec_t)) == 0) &&
(strncmp(olvd->Ivd_lIvid,
Ivd->lvd_lvid, 128) ==
if (SWAP_32(olvd->lvd_vdsn) <
SWAP_32(lvd->Ivd_vdsn)) {
udf_vfsp->udf_Ivd = Ivd;

}else {

}

} else if (ud_verify_tag_and_desc(ttag, UD_PART_DESC,
vds_loc + (index >> shift),
1, desc_len) ==0) {
int32_ti;
struct phdr_desc *hdr;
struct part_desc *pdesc;
struct ud_part *pnew, *pold, *part;

goto out;

pdesc = (struct part_desc *)ttag;

pold = udf_vfsp->udf_parts;

for (i = 0; i < udf_vfsp->udf_npart; i++) {
if (pold->udp_number !=
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1114
1131
1132
1133
1134

1136
1137
1138
1139
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1189
1190
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1192
1193

if (pold->udp_number ==
SWAP_16(pdesc->pd_pnum)) {
pold++;
continue;

}

if (SWAP_32(pdesc->pd_vdsn) >
pold->udp_seqno) {

pold->udp_seqno =
SWAP_32(pdesc->pd_vdsn);

pold->udp_access =
SWAP_32(pdesc->pd_acc_type);

pold->udp_start =
SWAP_32(pdesc->pd_part_start);

pold->udp_length =

SWAP_32(pdesc->pd_part_length);

}
goto loop_end;
pold ++;

}
pold = udf_vfsp->udf_parts;
udf_vfsp->udf_npart++;
pnew = kmem_zalloc(udf_vfsp->udf_npart *
sizeof (struct ud_part), KM_SLEEP);
udf_vfsp->udf_parts = pnew;
if (pold) {
bcopy(pold, pnew,
sizeof (struct ud_part) *
(udf_vfsp->udf_npart - 1));
kmem_free(pold,
sizeof (struct ud_part) *
(udf_vfsp->udf_npart - 1));

}

part = pnew + (udf_vfsp->udf_npart - 1);
part->udp_number = SWAP_16(pdesc->pd_pnum);
part->udp_seqno = SWAP_32(pdesc->pd_vdsn);
part->udp_access = SWAP_32(pdesc->pd_acc_type);
part->udp_start = SWAP_32(pdesc->pd_part_start);
part->udp_length = SWAP_32(pdesc->pd_part_length);
part->udp_last_alloc = 0;

/*

* Figure out space bitmaps
* or space tables

*

hdr = (struct phdr_desc *)pdesc->pd_pc_use;
if (hdr->phdr_ust.sad_ext_len) {
part->udp_flags = UDP_SPACETBLS;
part->udp_unall_loc =
SWAP_32(hdr->phdr_ust.sad_ext_loc);
part->udp_unall_len =
SWAP_32(hdr->phdr_ust.sad_ext_len);
part->udp_freed_loc =
SWAP __32(hdr->phdr_fst.sad_ext_loc);
part->udp_freed_len =
SWAP __32(hdr->phdr_fst.sad_ext_len);
}else {
part->udp_flags = UDP_BITMAPS;
part->udp_unall_loc =
SWAP_32(hdr->phdr_usb.sad_ext_loc);
part->udp_unall_len =
SWAP_32(hdr->phdr_usb.sad_ext_len);
part->udp_freed_loc =
SWAP__32(hdr->phdr_fsh.sad_ext_loc);
part->udp_freed_len =
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1194 SWAP_32(hdr->phdr_fsbh.sad_ext_len);
1195 }

1196 } else if (ud_verify_tag_and_desc(ttag, UD_TERM_DESC,
1197 vds_loc + (index >> shift),

1198 1, desc_len) == 0) {

1200 break;

1201 }

1202 loop_end:

1203 ;

1204 }

1205 if ((udf_vfsp->udf_pvd == NULL) ||

1206 (udf_vfsp->udf_Ivd == NULL) ||

1207 (udf_vfsp->udf_parts == NULL)) {

1208 goto out;

1209 }

1211 I*

1212 * Process Primary Volume Descriptor

1213

1214 (v0|d) strncpy(udf_vfsp->udf_volid, udf_vfsp->udf_pvd->pvd_vol_id, 32);
1215 udf_vfsp->udf_volid[31] = "\0;

1216 udf_vfsp->udf_tsno = SWAP_16(udf_vfsp->udf_pvd->pvd_tag.tag_sno);
1218 *

1219 * Process Logical Volume Descriptor

1220 *

1221 udf_vfsp->udf_Ibsize =

1222 SWAP_32(udf_vfsp->udf_Ivd->lvd_log_| bS|ze)

1223 udf_vfsp->udf_lbmask = udf” vfsp->udf_Ibsize -

1224 udf_vfsp->udf_I2d_shift = shift;

1225 udf_vfsp->udf_I2b_shift = shift + DEV_BSHIFT;

1227 *

1228 * Check if the media is in

1229 * proper domain.

1230 *

1231 if (stremp(udf_vfsp->udf_Ivd->lvd_dom_id.reg_id,

1232 UDF_DOMAIN_NAME) I= 0) {

1233 goto out;

1234 }

1236 *

1237 * AVDS offset does not match with the Ibsize

1238 *in the Ivd

1239 *

1240 if (udf_vfsp->udf_lbsize != bsize) {

1241 goto out;

1242 }

1244 udf_vfsp->udf_iseq_loc =

1245 SWAP_32(udf_vfsp->udf_Ivd->lvd_int_seq_ext.ext_loc);
1246 udf_vfsp->udf_iseq_len =

1247 SWAP_32(udf_vfsp->udf_Ivd->lvd_int_seq_ext.ext_len);
1249 udf_vfsp->udf_fsd_prn =

1250 SWAP_16(udf_vfsp->udf_Ivd->lvd_Ivcu.lad_ext_prn);
1251 udf_vfsp->udf_fsd_loc =

1252 SWAP_32(udf_vfsp->udf_Ivd->lvd_Ivcu.lad_ext_loc);
1253 udf_vfsp->udf_fsd_len =

1254 SWAP_32(udf_vfsp->udf_Ivd->lvd_Ivcu.lad_ext_len);
1257 I*

1258 * process paritions

1259 *
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1260
1261
1262
1263
1264
1265
1266
1267
1268
1269
1270
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1278
1279
1280

1282
1283
1284
1285
1267
1268
1286
1287
1288
1289
1290
1291
1271
1272
1273
1292
1293
1294
1295
1296
1297
1298
1299
1300

1302
1303
1304
1305
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1307
1308
1309
1310
1311
1312
1294
1295
1313
1314
1315
1316
1317
1318

udf_vfsp->udf_mtype = udf_vfsp->udf_parts[0].udp_access;
for (index = 0; index < udf_vfsp->udf_npart; index ++) {
if (udf_vfsp->udf_parts[index].udp_access <
udf_vfsp->udf_mtype) {
udf_vfsp->udf_mtype
udf_vfsp->udf parts[lndex] udp_access;

}

}
if ((udf_vfsp->udf_mtype < UDF_MT_RO) ||
(udf_vfsp->udf_mtype > UDF_MT_OW)) {
udf_vfsp->udf_mtype = UDF_MT_RO;
}

udf_vfsp->udf_nmaps = 0;

hdr = (struct pmap_hdr *)udf_vfsp->udf_Ivd->lvd_pmaps;
count = SWAP_32(udf_vfsp->udf_lvd->lvd_num_pmaps);
for (index = 0; index < count; index++) {

if (hdr->maph_type == MAP_TYPEL) &&
(hdr->maph_length == MAP_TYPE1_LEN)) {
typI = (struct pmap_typl *)hdr;

map = udf_vfsp->udf_maps;
udf_vfsp->udf_maps =
kmem_zalloc(sizeof (struct ud_map) *
(udf_vfsp->udf_nmaps + 1), KM_SLEEP);
(udf_vfsp->udf_nmaps + 1),
KM_SLEEP);
if (map != NULL) {
bcopy(map, udf_vfsp->udf_maps,
sizeof (struct ud map)*
udf_vfsp->udf_nmaps);
kmem_free(map, sizeof (struct ud_map) *
udf_vfsp->udf_nmaps);
sizeof (struct ud_map) * udf_vfsp->udf_nmaps);
kmem_free(map,
sizeof (struct ud_map) * udf_vfsp->udf_nmaps);

map = udf_vfsp->udf_maps + udf_vfsp->udf_nmaps;
map->udm_flags = UDM_MAP_NORM,;
map->udm_vsn = SWAP_16(typ1- >map1 vsn);
map->udm_pn = SWAP_16(typl->mapl_pn);
udf_vfsp->udf_nmaps ++;

} else if (hdr->maph_type == MAP_TYPE2) &&

(hdr->maph_length == MAP_TYPE2_LEN)) {

typ2 = (struct pmap_typ2 *)hdr;

if (strncmp(typ2->map2_pti.reg_id,
UDF_VIRT_PART, 23) ==0) {
/*
* Add this to the normal
* partition table so that
* we donot
*
/

map = udf_vfsp->udf_maps;
udf_vfsp->udf_maps =
kmem_zalloc(sizeof (struct ud_map) *
(udf_vfsp->udf_nmaps + 1), KM_SLEEP);

(udf_vfsp->udf_nmaps + 1),

KM “SLEEP);
if (map != NULL) {
bcopy(map, udf_vfsp->udf_maps,
sizeof (struct ud_map) *
udf_vfsp->udf_nmaps);
kmem_free(map,
sizeof (struct ud_map) *

11
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udf_vfsp->udf_nmaps);

}
map = udf_vfsp->udf_maps + udf_vfsp->udf_nmaps;
map->udm_flags = UDM_MAP_VPM;
map->udm_vsn = SWAP_16(typ2->map2_vsn);
map->udm_pn = SWAP_16(typ2->map2_pn);
udf_vfsp->udf_nmaps ++;
if (error = ud_get_last_block(dev, &lblkno)) {

goto out;

if (error = ud_val_get_vat(udf_vfsp, dev,
Iblkno, map)) {
goto out;

} else if (strncmp(typ2->map2_pti.reg_id,
UDF_SPAR_PART, 23) == 0) {

if (SWAP_16(typ2->map2_pl) !=32) {
printf(
"Packet Length is not valid %x\n",
SWAP_16(typ2->map2_pl));
goto out;

}
if ((typ2->map2_nst < 1) ||
(typ2->map2_nst > 4)) {
goto out;

}
map = udf_vfsp->udf_maps;
udf_vfsp->udf_maps =
kmem_zalloc(sizeof (struct ud_map) *
(udf_vfsp->udf_nmaps + 1),
KM_SLEEP);
if (map '= NULL) {
bcopy(map, udf_vfsp->udf_maps,
sizeof (struct ud_map) *
udf_vfsp->udf_nmaps);
kmem_free(map,
sizeof (struct ud_map) *
udf_vfsp->udf_nmaps);

}
map = udf_vfsp->udf_maps + udf_vfsp->udf_nmaps;
map->udm_flags = UDM_MAP_SPM;
map->udm_vsn = SWAP_16(typ2->map2_vsn);
map->udm_pn = SWAP_16(typ2->map2_pn);
udf_vfsp->udf_nmaps ++;
if (error = ud_read_sparing_tbls(udf_vfsp,

dev, map, typ2)) {

goto out;
}else {

* Unknown type of partition
* Bail out
*/

goto out;
}else {
* Unknown type of partition
* Bail out
*
goto out;

}
hdr = (struct pmap_hdr *)(((uint8_t *)hdr) + hdr->maph_length);
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}

/*
* Read Logical Volume Integrity Sequence
* and process it
*
/

secbp = ud_bread(dev, udf_vfsp->udf_iseq_loc << shift,
udf_vfsp->udf_iseq_len);
if ((error = geterror(secbp)) != 0) {
cmn_err(CE_NOTE,
"udfs : g:ould not read Logical Volume Integrity Sequence %x",
error);
brelse(secbp);
goto out;
}
udf_vfsp->udf_iseq = ngeteblk(udf_vfsp->udf_iseq_len);
bp = udf_vfsp->udf_iseq;
bp->b_edev = dey;
bp->b_dev = cmpdev(dev);
bp->b_blkno = udf_vfsp->udf_iseq_loc << shift;
bp->b_bcount = udf_vfsp->udf_iseq_len;
bcopy(secbp->b_un.b_addr, bp->b_un.b_addr, udf_vfsp->udf_iseq_len);
secbp->b_flags [= B_STALE | B_AGE;
brelse(secbp);

count = udf_vfsp->udf_iseq_len / DEV_BSIZE;
addr = bp->b_un.b_addr;
for (index = 0; index < count; index ++) {
ttag = (struct tag *)(addr + index * DEV_BSIZE);
desc_len = udf_vfsp->udf_iseq_len - (index * DEV_BSIZE);
if (ud_verify_tag_and_desc(ttag, UD_LOG_VOL_INT,
udf_vfsp->udf_iseq_loc + (index >> shift),
1, desc_len) == 0) {

struct log_vol_int_desc *lvid;

Ivid = (struct log_vol_int_desc *)ttag;
udf_vfsp->udf_Ivid = Ivid;

if (SWAP_32(lvid->lvid_int_type) == LOG_VOL_CLOSE_INT) {

udf_vfsp->udf_clean = UDF_CLEAN;
}else {

}

/*
* update superblock with the metadata
*

udf_vfsp->udf_clean = UDF_DIRTY;

ud_convert_to_superblock(udf_vfsp, Ivid);

break;
}
}
if (udf_vfsp->udf_lvid == NULL) {
goto out;
}

if (blkno = ud_xlate_to_daddr(udf_vfsp,
udf_vfsp->udf_fsd_prn, udf_vfsp->udf_fsd_loc,
1, &dummy)) == 0) {
goto out;

}
sechp = ud_bread(dev, blkno << shift, udf_vfsp->udf_fsd_len);
if ((error = geterror(sechp)) != 0) {

cmn_err(CE_NOTE,
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1451 "udfs : Could not read File Set Descriptor %Xx", error);
1452 brelse(secbp);

1453 goto out;

1454 }

1455 fsd = (struct file_set_desc *)secbp->b_un.b_addr;

1456 if (ud_verify_tag_and_desc(&fsd->fsd_tag, UD_FILE_SET_DESC,
1457 udf_vfsp->udf_fsd_loc,

1458 1, udf_vfsp->udf_fsd_len) != 0) {

1459 secbp->b_flags = B_AGE | B_STALE;

1460 brelse(secbp);

1461 goto out;

1462 }

1463 udf_vfsp->udf_ricb_prn = SWAP_16(fsd->fsd_root_icb.lad_ext_prn);
1464 udf_vfsp->udf_ricb_loc = SWAP_32(fsd->fsd_root_icb.lad_ext_loc);
1465 udf_vfsp->udf_ricb_len = SWAP_32(fsd->fsd_root_icb.lad_ext_len);
1466 secbp->b_flags = B_AGE | B_STALE;

1467 brelse(secbp);

1468 udf_vfsp->udf_root_blkno = ud_xlate_to_daddr(udf_vfsp,

1469 udf_vfsp->udf_ricb_prn, udf_vfsp->udf_ricb_loc,

1470 1, &dummy);

1472 return (udf_vfsp);

1473 out:

1474 ud_destroy_fsp(udf_vfsp);

1476 return (NULL);

1477 }

unchanged_portion_omitted_
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/‘k
* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 *CDDL HEADER END
*
/

21 [
22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
22 * Copyright 2007 Sun Microsystems, Inc. All rights reserved.
23 *Use Is subject to license terms.

*

/

24

26 /* Copyright (c) 1983, 1984, 1985, 1986, 1987, 1988, 1989 AT&T *
27 I* All Rights Reserved  */

29 I*

30 * University Copyright- Copyright (c) 1982, 1986, 1988
31 *The Regents of the University of California
32 * All Rights Reserved

*

34 * University Acknowledgment- Portions of this document are derived from
35 * software developed by the University of California, Berkeley, and its
36 * contributors.

37 *
40 #pragmaident  "@(#)ufs_vfsops.c 2.276  08/05/07 SMI"
40 #pragmaident "@(#)ufs_vfsops.c 2.275 07/10/25 SMI"

42 #include <sys/types.h>

43 #include <sysl/t_lock.h>

44 #include <sys/param.h>

45 #include <sys/systm.h>

46 #include <sys/bitmap.h>
47 #include <sys/sysmacros.h>
48 #include <sys/kmem.h>

49 #include <sys/signal.h>

50 #include <sys/user.h>

51 #include <sys/proc.h>

52 #include <sys/disp.h>

53 #include <sys/buf.h>

54 #include <sys/pathname.h>
55 #include <sys/vfs.h>

56 #include <sys/vfs_opreg.h>
57 #include <sys/vnode.h>

58 #include <sysffile.h>
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59 #include <sys/atomic.h>

60 #include <sys/uio.h>

61 #include <sys/dkio.h>

62 #include <sys/cred.h>

63 #include <sys/conf.h>

64 #include <sys/dnlc.h>

65 #include <sys/kstat.h>

66 #include <sys/acl.h>

67 #include <sys/fs/ufs_fsdir.h>
68 #include <sys/fs/ufs_fs.h>

69 #include <sys/fs/ufs_inode.h>
70 #include <sys/fs/ufs_mount.h>
71 #include <sys/fs/ufs_acl.h>
72 #include <sys/fs/ufs_panic.h>
73 #include <sys/fs/ufs_bio.h>
74 #include <sys/fs/ufs_quota.h>
75 #include <sys/fs/ufs_log.h>
76 #undef NFS

77 #include <sys/statvfs.h>

78 #include <sys/mount.h>

79 #include <sys/mntent.h>

80 #include <sys/swap.h>

81 #include <sys/errno.h>

82 #include <sys/debug.h>

83 #include "fs/fs_subr.h"

84 #include <sys/cmn_err.h>

85 #include <sys/dnlc.h>

86 #include <sys/fssnap_if.h>
87 #include <sys/sunddi.h>

88 #include <sys/bootconf.h>
89 #include <sys/policy.h>

90 #include <sys/zone.h>

92 /*

93 * This is the loadable module wrapper.

94 *

95 #include <sys/modctl.h>

97 int ufsfstype;

98 vfsops_t *ufs_vfsops;
99 static int ufsinit(int, char *);
100 static int mountfs();

101 extern int highbit();

102 extern struct instats ins;
103 extern struct vnode *common_specvp(struct vnode *vp);
104 extern vfs_t EIO_vfs;

106 struct dquot *dquot, *dquotNDQUOT;

108 /*
109 * Cylinder group summary information handling tunable.
110 * This defines when these deltas get logged.
111 *If the number of cylinders in the file system is over the
112 *tunable then we log csum updates. Otherwise the updates are only
113 * done for performance on unmount. After a panic they can be
114 * quickly constructed during mounting. See ufs_construct_si()
115 * called from ufs_getsummaryinfo().
*

117 * This performance feature can of course be disabled by setting
118 *ufs_ncg_log to 0, and fully enabled by setting it to Oxffffffff.

*

/

120 #define UFS_LOG_NCG_DEFAULT 10000
121 uint32_t ufs_ncg_log = UFS_LOG_NCG_DEFAULT;

123 /*
124 * ufs_clean_root indicates whether the root fs went down cleanly



new/usr/src/uts/common/fs/ufs/ufs_vfsops.c

125 */

126 static int ufs_clean_root = 0;

128 /*

129 * UFS Mount options table

130 */

131 static char *intr_cancel[] = { MNTOPT_NOINTR, NULL };

132 static char *nointr_cancel[] = { MNTOPT_INTR, NULL },

133 static char *forcedirectio_cancel[] = { MNTOPT_NOFORCEDIRECTIO, NULL };

134 static char *noforcedirectio_cancel[] = { MNTOPT_FORCEDIRECTIO, NULL };

135 static char *largefiles_cancel[] = { MNTOPT_NOLARGEFILES, NULL}

136 static char *nolargefiles_cancel[] = { MNTOPT_LARGEFILES, NULL };

137 static char *logging_cancel[] = { MNTOPT_NOLOGGING, NULL}

138 static char *nologging_cancel[] = { MNTOPT_LOGGING, NULL };

139 static char *xattr_cancel[] = { MNTOPT_NOXATTR, NULL}

140 static char *noxattr_cancel[] = { MNTOPT_XATTR, NULL}

141 static char *quota_cancel[] = { MNTOPT_NOQUOTA, NULL };

142 static char *noquota_cancel[] = { MNTOPT_QUOTA, NULL };

143 static char *dfratime_cancel[] = { MNTOPT_NODFRATIME, NULL };

144 static char *nodfratime_cancel[] = { MNTOPT_DFRATIME, NULL };

146 static mntopt_t mntopts[] = {

147 ¢

148 * option name cancel option default arg flags

149 * ufs arg flag

150 */

151 { MNTOPT_INTR, intr_cancel, NULL, MO_DEFAULT,
152 (void *)0 },

153 { MNTOPT_NOINTR, nointr_cancel, NULL, 0,

154 (void *)UFSMNT NOINTR,

155 { MNTOPT_SYNCDIR, NULL, NULL, 0,
156 {void »UFSMNT_SYNCDIR },

157 { MNTOPT_FORCEDIRECTIO, forcedirectio_cancel, NULL, 0,

158 (void UFSMNT_FORCEDIRECTIO },

159 { MNTOPT_NOFORCEDIRECTIO, noforcedirectio_cancel, NULL, 0,

160 (void *)UFSMNT_| NOFORCEDIRECTIO )},

161 { MNTOPT_NOSETSEC, NULL, NULL, 0,
162 (void *)UFSMNT NOSETSEC}

163 { MNTOPT_LARGEFILES, largefiles_cancel, NULL, MO_DEFAULT,
164 {(void *)UFSMNT_LARGEFILES },

165 { MNTOPT_NOLARGEFILES, nolargefiles_cancel, NULL, 0,

166 void *)0 },

167 { MNTOPT_LOGGING, logging_cancel, NULL, MO_TAG,
168 {(void *)UFSMNT_LOGGING },

169 { MNTOPT_NOLOGGING, nologging_cancel, NULL,

170 MO NODISPLAY|MO DEFAULT|MO_TAG, (void *)0},

171 { MNTOPT_QUOTA, quota_cancel, NULL, MO_IGNORE,
172 (void *)0 },

173 { MNTOPT_NOQUOTA, noquota_cancel, NULL,

174 MO_NODISPLAY|MO_| DEFAULT (v0|d *)O}

175 { MNTOPT_GLOBAL, NU ULL, 0,
176 (void *)0 },

177 { MNTOPT_XATTR, xattr_cancel, NULL, MO_DEFAULT,
178 (void *)0 },

179 { MNTOPT_NOXATTR, noxattr_cancel, NULL, 0,
180 (void *)0 },

181 { MNTOPT_NOATIME, NULL, NULL, 0,
182 (void *)UFSMNT_NOATIME },

183 { MNTOPT_DFRATIME, dfratime_cancel, NULL, 0,

184 void *)0 },

185 { MNTOPT_NODFRATIME, nodfratime_cancel, NULL,

186 MO NODISPLAY|MO DEFAULT, (void *)UFSMNT NODFRATIME },
187 { MNTOPT_ONERROR, NULL, UFSMNT_ONERROR_PANIC_STR,
188 MO_DEFAULT|MO_HASVALUE, (void *)0},

189 };

unchanged_portion_omitted_
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extern struct vnode *makespecvp(dev_t dev, vtype_t type);
extern kmutex_t ufs_scan_lock;

static int mountfs(struct vfs *, enum whymountroot, struct vnode *, char *,
struct cred *, int, void *, int);

static int
ufs_mount(struct vfs *vfsp, struct vnode *mvp, struct mounta *uap,
struct cred *cr)

{

char *data = uap->dataptr;

int datalen = uap->datalen;

dev_t dev;

struct vnode *bvp;

struct vnode *lvp = NULL;

struct vnode *svp = NULL;

struct pathname dpn;

int error;

enum whymountroot why = ROOT_INIT,;

struct ufs_args args;

int oflag, aflag;

int fromspace = (uap->flags & MS_SYSSPACE) ?
UIO_SYSSPACE : UIO_USERSPACE;

if ((error = secpolicy_fs_mount(cr, mvp, vfsp)) != 0)
return (error);

if (mvp->v_type != VDIR)
return (ENOTDIR);

mutex_enter(&mvp->v_lock);
if (uap->flags & MS_REMOUNT) == 0 &&
(uap->flags & MS_OVERLAY) == 0 &&
(mvp->v_count !=1 || (mvp->v_flag & VROOT))) {
mutex_exit(&mvp->v_lock);
return (EBUSY);

}
mutex_exit(&mvp->v_lock);

/*
* Get arguments
*/

bzero(&args, sizeof (args));
if (uap->flags & MS_DATA) && data != NULL && datalen !=0) {
int copy_result = 0;

if (datalen > sizeof (args))
return (EINVAL);
if (uap->flags & MS_SYSSPACE)
bcopy(data, &args, datalen);
else
copy_result = copyin(data, &args, datalen);
if (copy_result)
return (EFAULT);
datalen = sizeof (struct ufs_args);
}else {

}

if ((vfsp->vfs_flag & VFS_RDONLY) !=0 ||
(uap->flags & MS_RDONLY) != 0) {
oflag = FREAD;

datalen = 0;
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aflag = VREAD;
}else {

oflag = FREAD | FWRITE;
) aflag = VREAD | VWRITE;

/*

* Read in the mount point pathname

* (so we can record the directory the file system was last mounted on).
*/

if (error = pn_get(uap->dir, fromspace, &dpn))
return (error);

/*
* Resolve path name of special file being mounted.
*/

if (error = lookupname(uap->spec, fromspace, FOLLOW, NULL, &svp)) {
if (error = lookupname(uap->spec, fromspace, FOLLOW, NULL, &bvp)) {
pn_free(&dpn);
return (error);

}

error = vfs_get_lofi(vfsp, &lvp);

if (error > 0) {
VN_RELE(svp);

if (bvp->v_type != VBLK) {
VN_RELE(bvp);
pn_free(&dpn);
return (error);

} else if (error == 0) {

bvp = Ivp;
}else {
bvp = svp;
if (svp->v. type 1= VBLK) {
N_RELE(svp);
pn _free(&dpn);
return (ENOTBLK);
}
if ((error = secpolicy_spec_open(cr, svp, oflag)) != 0) {
VN_RELE(svp);
pn_free(&dpn);
return (error);
}
}

dev = bvp->v_rdev;
if (getmajor(dev) >= devcnt) {
pn_free(&dpn);
if (Ivp !'= NULL)
VN_RELE(Ivp);
if (svp = NULL)
VN_RELE(svp);
VN_RELE(bvp);
return (ENXIO);

}
if (uap->flags & MS_REMOUNT)
why = ROOT_REMOUNT;

/*
* In SunCluster, requests to a global device are satisfied by a
* local device. We substitute the global pxfs node with a local
* spec node here.
*
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* Open device/file mounted on. We need this to check whether
* the caller has sufficient rights to access the resource in

* question. When bio is fixed for vnodes this can all be vnode
* operations.
* In SunCluster, requests to a global device are satisfied by
* a local device. We substitute the global pxfs node with a
*/Iocal spec node here.
*

if IS_PXFSVP(bvp)) {

ASSERT(lvp == NULL);

VN_RELE(svp);

svp = NULL;

VN_RELE(bvp);

bvp = makespecvp(dev, VBLK);

error = VOP_ACCESS(bvp, aflag, 0, cr, NULL);
}else {

}
}f (error I=0) {

error = VOP_ACCESS(svp, aflag, 0, cr, NULL);

* Open block device mounted on. We need this to
* check whether the caller has sufficient rights to

* access the device in question.

* When bio is fixed for vnodes this can all be vnode
* operations.

*

/

if ((vfsp->vfs_flag & VFS_RDONLY) =0 ||
(uap->flags & MS_RDONLY) !=0) {
oflag = FREAD;
aflag = VREAD;
}else {
oflag = FREAD | FWRITE;
aflag = VREAD | VWRITE;

}
if ((error = VOP_ACCESS(bvp, aflag, 0, cr, NULL)) !=0 ||
(error = secpolicy_spec_open(cr, bvp, oflag)) != 0) {
pn_free(&dpn);
if (Ivp !'= NULL)
VN_RELE(Ivp);
if (svp = NULL)
VN_RELE(svp);
VN_RELE(bvp);
return (error);

}

/*
* Ensure that this device isn't already mounted or in progress on a
* mount unless this is a REMOUNT request or we are told to suppress
*/mount checks. Global mounts require special handling.
*
if ((uap- >ﬂags & MS_NOCHECK) = {
if ((uap->flags & MS GLOBAL) =0&&
vfs_devmounting(dev, vfsp)) {
pn_free(&dpn);
if (Ivp = NULL)
VN_RELE(lvp);
if (svp != NULL)
VN_RELE(svp);
VN_RELE(bvp);
return (EBUSY);

}
if (vfs_devismounted(dev)) {
if ((uap->flags & MS_REMOUNT) == 0) {
pn_free(&dpn);
if (Ivp '= NULL)
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462 }

VN_RELE(lvp);
if (svp != NULL)
VN_RELE(svp);
VN_RELE(bvp);
return (EBUSY);

}

/*
* If the device is a tape, mount it read only
*/

if (devopsp[getmajor(dev)] >devo_cb_ops->cb_flag & D_TAPE) {
visp->vfs_flag |= VFS_RDONLY;
vfs_setmntopt(vfsp, MNTOPT_RO, NULL, 0);

}
if (uap->flags & MS_RDONLY)
visp->vfs_flag |= VFS_RDONLY;

1*

* Mount the filesystem, free the device vnode on error.
*/

error = mountfs(vfsp, why, bvp, dpn.pn_path, cr, 0, &args, datalen);
pn_free(&dpn);

if (error) {
if (Ivp !'= NULL)
VN_RELE(Ivp);
if (svp = NULL)
VN_RELE(svp);
}else {

* If lofi, drop our reference to the original file.
*

if (Ivp !'= NULL)
VN_RELE(svp);
VN_RELE(bvp);
}
if (error == 0)
vfs_set_feature(vfsp, VFSFT_XVATTR);
return (error);

unchanged_portion_omitted_
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1%

* CDDL HEADER START
*

* The contents of this file are subject to the terms of the

* Common Development and Distribution License (the "License").
* You may not use this file except in compliance with the License.
*

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

* See the License for the specific language governing permissions

*and limitations under the License.

*

* When distributing Covered Code, include this CDDL HEADER in each
*file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
* If applicable, add the following below this CDDL HEADER, with the

* fields enclosed by brackets "[]" replaced with your own identifying

* information: Portions Copyright [yyyy] [name of copyright owner]

*

* CDDL HEADER END
*
/*/

* Copyright 2008 Sun Microsystems, Inc. All rights reserved.
* Use is subject to license terms.
*/

I* Copyright (c) 1983, 1984, 1985, 1986, 1987, 1988, 1989 AT&T
I* All Rights Reserved  */
/*

* University Copyright- Copyright (c) 1982, 1986, 1988
* The Regents of the University of California
* AII Rights Reserved

* University Acknowledgment- Portions of this document are derived from
* software developed by the University of California, Berkeley, and its
* contributors.

*
#pragma ident  "@(#)vfs.c 1.172  08/05/07 SMI"
#pragma ident  "@(#)vfs.c 1.171  08/04/09 SMI"

#include <sys/types.h>
#include <sys/t_lock.h>
#include <sys/param.h>
#include <sys/errno.h>
#include <sys/user.h>
#include <sysl/fstyp.h>
#include <sys/kmem.h>
#include <sys/systm.h>
#include <sys/proc.h>
#include <sys/mount.h>
#include <sys/vfs.h>
#include <sys/vfs_opreg.h>
#include <sys/fem.h>
#include <sys/mntent.h>
#include <sys/stat.h>
#include <sys/statvfs.h>
#include <sys/statfs.h>
#include <sys/cred.h>

*/
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#include <sys/vnode.h>
#include <sys/rwstlock.h>
#include <sys/dnlc.h>
#include <sys/file.h>
#include <sys/time.h>
#include <sys/atomic.h>
#include <sys/cmn_err.h>
#include <sys/buf.h>
#include <sys/swap.h>
#include <sys/debug.h>
#include <sys/vnode.h>
#include <sys/modctl.h>
#include <sys/ddi.h>
#include <sys/pathname.h>
#include <sys/bootconf.h>
#include <sys/dumphdr.h>
#include <sys/dc_ki.h>
#include <sys/poll.h>
#include <sys/sunddi.h>
#include <sys/sysmacros.h>
#include <sys/zone.h>
#include <sys/policy.h>
#include <sys/ctfs.h>
#include <sys/objfs.h>
#include <sys/console.h>
#include <sys/reboot.h>

86 #include <sys/attr.h>
87 #include <sys/spa.h>
88 #include <sys/lofi.h>
90 #include <vm/page.h>
92 #include <fs/fs_subr.h>
94 /* Private interfaces to create vopstats-related data structures */
95 extern void initialize_vopstats(vopstats_t *);
96 extern vopstats_t *get_fstype_vopstats(struct vfs *, struct vfssw *);
97 extern vsk_anchor_t *get_vskstat_anchor(struct vfs *);
99 static void vfs_clearmntopt_nolock(mntopts_t *, const char *, int);
100 static void vfs_setmntopt_nolock(mntopts_t *, const char *,
101  const char *, int, int);
102 static int vfs_optionisset_nolock(const mntopts_t *, const char *, char **);
103 static void vfs_freemnttab(struct vfs *);
104 static void vfs_freeopt(mntopt_t *);
105 static void vfs_swapopttbl_nolock(mntopts_t *, mntopts_t *);
106 static void vfs_swapopttbl(mntopts_t *, mntopts_t *);
107 static void vfs_copyopttbl_¢ extend(const mntopts_t *, mntopts_t *, int);
108 static void vfs_createopttbl_extend(mntopts_t *, const char *,
109  const mntopts_t *);
110 static char **vfs_copycancelopt_extend(char **const, int);
111 static void vfs_freecancelopt(char **);
112 static void getrootfs(char **, char **);
113 static int getmacpath(dev_info_t *, void *);
114 static void vfs_mnttabvp_setup(void);
116 struct ipmnt {
117 struct ipmnt *mip_next;
118 dev_t mip_dev;
119 struct vfs *mip_vfsp;
120 };
unchanged_portion_omitted_
517 I*
518 * Initialize a vfs structure.
519 */
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520 void

521 vfs_init(vfs_t *vfsp, vfsops_t *op, void *data)

522
523
524
525
526
527
528
529
530
531
532
533
534 }

/* Other initialization has been moved to vfs_alloc() */
vfsp->vfs_count = 0;

visp->vfs_next = vfsp;

vfsp->vfs_prev = vfsp;

visp->vfs_zone_next = vfsp;

visp->vfs_zone_prev = vfsp;

vfsp->vfs_lofi_minor = 0;

sema_init(&vfsp->vfs_| reﬂock 1, NULL, SEMA_DEFAULT, NULL);
visimpl_setup(vfsp);

visp->vfs_data = (data);

vfs_setops((vfsp), (op));

unchanged_portion_omitted_

986 /*

987 * Check to see if our "block device" is actually a file. If so,
988 * automatically add a lofi device, and keep track of this fact.

989 */
990 static int

991 lofi_add(const char *f'sname, struct vfs *vfsp, struct mounta *uap)

992 {
993
994
995
996
997
998
999
1000
1001

1003
1004
1005
1006

1008
1009

1011
1012

1014
1015

1017

1019
1020
1021
1022

1024
1025
1026

1028
1029
1030
1031

1033
1034

int fromspace = (uap->flags & MS_SYSSPACE) ?
UIO_SYSSPACE : UIO_USERSPACE;

struct lofi_ioctl *li = NULL;

struct vnode *vp = NULL;

struct pathname pn ={ NULL };

Idi_ident_t Idi_id;

Idi_handle_t [di_hdI;

int minor;

interr=0;

if (fsname == NULL)

return (0);
if (strcmp(fsname, "mntfs") == 0 || strcmp(fsname, "lofs") == 0)
return (0);

if (pn_get(uap->spec, fromspace, &pn) != 0)
return (0);

if (lookupname(uap->spec, fromspace, FOLLOW, NULL, &vp) != 0)
goto out;

if (vp->v_type != VREG)
goto out;

/* OK, this is a lofi mount. */

if (uap->flags & (MS_REMOUNT|MS_GLOBAL))) {
err = EINVAL;
goto out;

}

Idi_id = Idi_ident_from_anon();
li = kmem_zalloc(sizeof (*li), KM_SLEEP);
(void) stricpy(li->li_filename, pn.pn_path, MAXPATHLEN + 1);

do {
err = Idi_open_by_name("/dev/lofictl", FREAD | FWRITE | FEXCL,
kered, &Idi_hdl, Idi_id);
} while (err = EBUSY)

if (err)
goto out2;
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1036 err = Idi_ioctl(ldi_hdl, LOFI_MAP_FILE, (intptr_t)li,

1037 FREAD | FWRITE | FEXCL | FKIOCTL, kcred, &minor);
1039 (void) Idi_close(ldi_hdl, FREAD | FWRITE | FEXCL, kcred);
1041 if (lerr)

1042 vfsp->vfs_lofi_minor = minor;

1044 out2:

1045 Idi_ident_release(ldi_id);

1046 out:

1047 if (li = NULL)

1048 kmem_free(li, sizeof (*1i));

1049 if (vp != NULL)

1050 VN_RELE(vp);

1051 pn_free(&pn);

1052 return (err);

1053 }

1055 static void

1056 lofi_remove(struct vfs *vfsp)

1057 {

1058 struct lofi_ioctl *li = NULL;

1059 Idi_ident_t Idi_id;

1060 Idi_handle_t Idl_hdl;

1061 int err;

1063 if (vfsp->vfs_lofi_minor == 0)

1064 return;

1066 Idi_id = Idi_ident_from_anon();

1068 li = kmem_zalloc(sizeof (*li), KM_SLEEP);

1069 li->li_minor = vfsp->vfs_lofi_minor;

1070 li->li_cleanup = 1;

1072 do{

1073 err = Idi_open_by_name("/dev/lofictl", FREAD | FWRITE | FEXCL,
1074 kcred, &Idi_hdl, Idi_id);

1075 } while (err == EBUSY);

1077 if (err)

1078 goto out;

1080 err = [di_ioctl(ldi_hdIl, LOFI_UNMAP_FILE_MINOR, (intptr_t)li,
1081 FREAD | FWRITE | FEXCL | FKIOCTL, kcred, NULL);
1083 (void) Idi_close(ldi_hdl, FREAD | FWRITE | FEXCL, kcred);
1085 if (‘err)

1086 vfsp->vfs_lofi_minor = 0;

1088 out:

1089 Idi_ident_release(ldi_id);

1090 if (li = NULL)

1091 kmem_free(li, sizeof (*1i));

1092 }

1094 /*

1095 * Common mount code. Called from the system call entry point, from autofs,
1096 * nfsv4 trigger mounts, and from pxfs.

1097 *

1098
1099
1100

* Takes the effective file system type, mount arguments, the mount point
* vnode, flags specifying whether the mount is a remount and whether it
* should be entered into the vfs list, and credentials. Fills in its vfspp
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1101
1102
1103
1104
1105
1106
1107
1108
1109
1110
1111
1112
1113
1114
1115
1116
1117
1118
1119
1120
1121
1122
1123
1124
1125
1126
1127
1128
1129
1130
1131
1132
1133
1134
1135
1136
1137
1138
1139
1140
1141
1142

1144
1145
1146
1147
1148
1149
1150
1151

1153
1154
1155
1156
1157
1158
1159
1160
1161
1162
1163
1164
1165
1166

* parameter with the mounted file system instance's vfs.

*

* Note that the effective file system type is specified as a string. It may

* be null, in which case it's determined from the mount arguments, and may
* differ from the type specified in the mount arguments; this is a hook to

* allow interposition when instantiating file system instances.

*

* The caller is responsible for releasing its own hold on the mount point
*vp (this routine does its own hold when necessary).

* Also note that for remounts, the mount point vp should be the vnode for
* the root of the file system rather than the vnode that the file system

* is mounted on top of.

*

int

domount(char *f'sname, struct mounta *uap, vnode_t *vp, struct cred *credp,

{

struct vfs **vfspp)

struct vfssw *VSwp;

vfsops_t *vfsops;

struct vfs *vfsp;

struct vnode *bvp;

dev_t bdev = 0;

mntopts_t mnt_mntopts;

int error = 0;

int copyout_error = 0;

int ovflags;

char *opts = uap->optptr;

char *inargs = opts;

int optlen = uap->optlen;

int remount;

int rdonly;

int nbmand = 0;

int delmip = 0;

int addmip = 0;

int splice = ((uap->flags & MS_NOSPLICE) == 0);

int fromspace = (uap->flags & MS_SYSSPACE) ?
UIO_SYSSPACE : UIO_USERSPACE;

char *resource = NULL, *mountpt = NULL;

refstr_t *oldresource, *oldmntpt;

struct pathname pn, rpn;

vsk_anchor_t *vskap;

char fstname[FSTYPSZ];

/*

* The v_flag value for the mount point vp is permanently set

*to VVFSLOCK so that no one bypasses the vn_vfs*locks routine
* for mount point locking.

*

mutex_enter(&vp->v_lock);
vp->v_flag |= VVFSLOCK;
mutex_exit(&vp->v_lock);

mnt_mntopts.mo_count = 0;

/*

* Find the ops vector to use to invoke the file system-specific mount
* method. If the fsname argument is non-NULL, use it directly.

* Otherwise, dig the file system type information out of the mount

* arguments.

*

* A side effect is to hold the vfssw entry.

*

* Mount arguments can be specified in several ways, which are
* distinguished by flag bit settings. The preferred way is to set

* MS_OPTIONSTR, indicating an 8 argument mount with the file system

* type supplied as a character string and the last two arguments
* being a pointer to a character buffer and the size of the buffer.
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1167
1168
1169
1170
1171
1172
1173
1174
1175
1176
1177
1178
1179
1180
1181
1182
1072

1184

1186
1187
1188
1189
1190
1191
1192
1193
1081
1194
1195
1083
1196
1197
1198
1199
1200
1201
1202
1090
1203
1204
1205
1093
1206
1207
1208
1209
1210
1211
1212
1213
1101
1214
1215
1216
1217
1218
1219
1220
1221
1222

1224
1225
1226

* On entry, the buffer holds a null terminated list of options; on

* return, the string is the list of options the file system

* recognized. If MS_DATA is set arguments five and six point to a

* block of binary data which the file system interprets.

* A further wrinkle is that some callers don't set MS_FSS and MS_DATA
* consistently with these conventions. To handle them, we check to

* see whether the pointer to the file system name has a numeric value
*/Iess than 256. If so, we treat it as an index.

*

if (fsname != NULL) {
if ((vswp = vfs_getvfssw(fsname)) == NULL) {
return (EINVAL);

}
} else if (uap->flags & (MS_OPTIONSTR | MS_DATA | MS_FSS)) {
size_tn;
uint_t fstype;
char name[FSTYPSZ];

fsname = fstname;

if ((fstype = (uintptr_t)uap->fstype) < 256) {
RLOCK_VFSSW();
if (fstype == 0 || fstype >= nfstype ||
IALLOCATED_VFSSW(&vfsswifstype])) {
RUNLOCK_VFSSW();
return (EINVAL);

(void) strcpy(fsname, vissw[fstype].vsw_name);
(void) strcpy(name, vfssw(fstype].vsw_name);
RUNLOCK_VFSSW();
if ((vswp = vfs_getvfssw(fsname)) == NULL)
if ((vswp = vfs_getvfssw(name)) == NULL)
return (EINVAL);
}else {

* Handle either kernel or user address space.
*,

if (uap->flags & MS_SYSSPACE) {
error = copystr(uap->fstype, fsname,
error = copystr(uap->fstype, name,
FSTYPSZ, &n);

}else {
error = copyinstr(uap->fstype, fsname,
error = copyinstr(uap->fstype, name,
FSTYPSZ, &n);
}
if (error) {

if (error == ENAMETOOLONG)
return (EINVAL);
return (error);

}

if ((vswp = vfs_getvfssw(fsname)) == NULL)

if ((vswp = vfs_getvfssw(name)) == NULL)
return (EINVAL);

}else {
if ((vswp = vfs_getvfsswbyvfsops(vfs_getops(rootvfs))) == NULL)
return (EINVAL);
}
if \VFS_INSTALLED(vswp))
return (EINVAL);
vfsops = &vswp->vsw_vfsops;
vfs_copyopttbl(&vswp->vsw_optproto, &mnt_mntopts);
/*

* Fetch mount options and parse them for generic vfs options
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1227
1228
1229
1230
1231
1232
1233
1234
1235
1236
1237
1238
1239
1240
1241
1242
1243
1244
1245
1246
1247
1248
1249
1250
1251
1252
1253
1254
1255
1256
1257

1259
1260
1261
1262
1263
1264
1265
1266
1267
1268
1269
1270

1272
1273
1274
1275
1276
1277
1278
1279
1280
1281
1282
1283
1284
1285
1286
1287
1288
1289
1290
1291
1292

*
if (uap->flags & MS_OPTIONSTR) {
/*

* Limit the buffer size
*

if (optlen < 0 || optlen > MAX_MNTOPT_STR) {
error = EINVAL;
goto errout;

If ((uap->flags & MS_SYSSPACE) == 0) {
inargs = kmem_alloc(MAX_MNTOPT_STR, KM_SLEEP);
inargs[0] = "\0;
if (optlen) {
error = copyinstr(opts, inargs, (size_t)optlen,
NULL);

if (error) {
goto errout;
}
}
vfs_parsemntopts(&mnt_mntopts, inargs, 0);
}
/*

* Flag bits override the options string.
*

if (uap->flags & MS_REMOUNT)

vfs_setmntopt_nolock(&mnt_mntopts, MNTOPT_REMOUNT, NULL, 0, 0);
if (uap->flags & MS_RDONLY)

vfs_setmntopt_nolock(&mnt_mntopts, MNTOPT_RO, NULL, 0, 0);
if (uap->flags & MS_NOSUID)

vfs_setmntopt_nolock(&mnt_mntopts, MNTOPT_NOSUID, NULL, 0, 0);

*

* Check if this is a remount; must be set in the option string and
* the file system must support a remount option.
*/

if (remount = vfs_optionisset_nolock(&mnt_mntopts,
MNTOPT_REMOUNT, NULL)) {
if (I(vswp->vsw_flag & VSW_CANREMOUNT)) {
error = ENOTSUP;
goto errout;

}
uap->flags |= MS_REMOUNT;
}

/*
* uap->flags and vfs_optionisset() should agree.

if (rdonly = vfs_optionisset_nolock(&mnt_mntopts, MNTOPT_RO, NULL)) {
uap->flags |[= MS_RDONLY;

}
if (vfs_optionisset_nolock(&mnt_mntopts, MNTOPT_NOSUID, NULL)) {
uap->flags |= MS_NOSUID;

}

nbmand = vfs_optionisset_nolock(&mnt_mntopts, MNTOPT_NBMAND, NULL);
ASSERT(splice || 'remount);

/*

* If we are splicing the fs into the namespace,
* perform mount point checks.
*

* We want to resolve the path for the mount point to eliminate
*''and ".." and symlinks in mount points; we can't do the

* same for the resource string, since it would turn

* "/dev/dsk/c0t0d0s0" into "/devices/pci@...". We need to do
* this before grabbing vn_vfswlock(), because otherwise we

* would deadlock with lookuppn().
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1293
1294
1295

1297
1298
1299
1300
1301
1302
1303
1304
1305
1306
1307
1308
1309
1310
1311
1312
1313
1314
1315
1316

1318
1319

1321
1322
1323
1324
1325
1326
1327
1328
1329
1330
1331
1332
1333
1334
1335
1336
1337
1338
1339
1340
1341
1342
1343
1344
1345
1346
1347
1348
1349
1350
1351
1352
1353
1354
1355
1356
1357

*
if (splice) {

ASSERT(vp->v_count > 0);

/*
* Pick up mount point and device from appropriate space.
*/

if (pn_get(uap->spec, fromspace, &pn) == 0) {
resource = kmem_alloc(pn.pn_pathlen + 1,
KM_SLEEP);
(void) strcpy(resource, pn.pn_path);
pn_free(&pn);

/*
* Do a lookupname prior to taking the
* writelock. Mark this as completed if
* successful for later cleanup and addition to
* the mount in progress table.
*
/

if ((uap->flags & MS_GLOBAL) == 0 &&
lookupname(uap->spec, fromspace,
FOLLOW, NULL, &bvp) == 0) {
addmip = 1;
}

if ((error = pn_get(uap->dir, fromspace, &pn)) == 0) {
pathname_t *pnp;

if (*pn.pn_path !="/") {
error = EINVAL;
pn_free(&pn);
goto errout;

}
pn_alloc(&rpn);
/*

* Kludge to prevent autofs from deadlocking with
* itself when it calls domount().
*

* If autofs is calling, it is because it is doing
* (autofs) mounts in the process of an NFS mount. A
* lookuppn() here would cause us to block waiting for
* said NFS mount to complete, which can't since this
* is the thread that was supposed to doing it.
*
/

if (fromspace == UIO_USERSPACE) {

if ((error = lookuppn(&pn, &rpn, FOLLOW, NULL,

NULL)) == 0) {
pnp = &rpn;
}else {

* The file disappeared or otherwise

* became inaccessible since we opened
* it; might as well fail the mount

* since the mount point is no longer

* accessible.

*

/

pn_free(&rpn);
pn_free(&pn);
goto errout;

}else {
pnp = &pn;

}
mountpt = kmem_alloc(pnp->pn_pathlen + 1, KM_SLEEP);
(void) strcpy(mountpt, pnp->pn_path);
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1359 I* 1425 * Confirm that the mount point is the root vnode of the
1360 * If the addition of the zone's rootpath 1426 * file system that is being remounted.
1361 *would push us over a total path length 1427 * This can happen if the user specifies a different
1362 * of MAXPATHLEN, we fail the mount with 1428 * mount point directory pathname in the (re)mount command.
1363 * ENAMETOOLONG, which is what we would have 1429 *
1364 * gotten if we were trying to perform the same 1430 * Code below can only be reached if splice is true, so it's
1365 * mount in the global zone. 1431 * safe to do vn_vfsunlock() here.
1366 * 1432 *
1367 * strlen() doesn't count the trailing 1433 if ((vp->v_flag & VROOT) == 0) {
1368 *\0', but zone_rootpathlen counts both a 1434 vn_vfsunlock(vp);
1369 * trailing '/ and the terminating "\0'. 1435 error = ENOENT;
1370 */ 1436 goto errout;
1371 if ((curproc->p_zone->zone_rootpathlen - 1 + 1437
1372 strlen(mountpt)) > MAXPATHLEN || 1438 I*
1373 (resource != NULL && 1439 * Disallow making file systems read-only unless file system
1374 (curproc->p_zone->zone_rootpathlen - 1 + 1440 * explicitly allows it in its vfssw. Ignore other flags.
1375 strlen(resource)) > MAXPATHLEN)) { 1441 *
1376 error = ENAMETOOLONG; 1442 if (rdonly && vn_is_readonly(vp) == 0 &&
1377 } 1443 (vswp->vsw_Tflag & VSW_CANRWRO) == 0) {
1444 vn_vfsunlock(vp);
1379 pn_free(&rpn); 1445 error = EINVAL;
1380 pn_free(&pn); 1446 goto errout;
1381 } 1447
1448 I*
1383 if (error) 1449 * Disallow changing the NBMAND disposition of the file
1384 goto errout; 1450 * system on remounts.
1451 */
1386 I* 1452 if ((nbmand && ((vp->v_vfsp->vfs_flag & VFS_NBMAND) == 0)) ||
1387 * Prevent path name resolution from proceeding past 1453 ('nbmand && (vp->v_vfsp->vfs_flag & VFS_NBMAND))) {
1388 * the mount point. 1454 vn_vfsunlock(vp);
1389 */ 1455 error = EINVAL;
1390 if (vn_vfswlock(vp) = 0) { 1456 goto errout;
1391 error = EBUSY; 1457
1392 goto errout; 1458 vfsp = vp->v_vfsp;
1393 } 1459 ovflags = vfsp->vfs_flag;
1460 visp->vfs_flag |= VFS_REMOUNT;
1395 * 1461 vfsp->vfs_flag &= ~VFS_RDONLY;
1396 * Verify that it's legitimate to establish a mount on 1462 }else {
1397 * the prospective mount point. 1463 visp = vfs_alloc(KM_SLEEP);
1398 */ 1464 VFS_INIT(vfsp, vfsops, NULL);
1399 if (vn_mountedvfs(vp) != NULL) { 1465 }
1400 I*
1401 * The mount point lock was obtained after some 1467 VFS_HOLD(vfsp);
1402 * other thread raced through and established a mount.
1403 * 1469 if ((error = lofi_add(fsname, vfsp, uap)) = 0) {
1404 vn_vfsunlock(vp); 1470 if (Iremount) {
1405 error = EBUSY; 1471 if (splice)
1406 goto errout; 1472 vn_vfsunlock(vp);
1407 } 1473 vis_free(vfsp);
1408 if (vp->v_flag & VNOMOUNT) { 1474 }else {
1409 vn_vfsunlock(vp); 1475 vn_vfsunlock(vp);
1410 error = EINVAL; 1476 VFS_RELE(vfsp);
1411 goto errout; 1477 }
1412 } 1478 goto errout;
1413 } 1479 }
1414 if ((uap->flags & (MS_DATA | MS_OPTIONSTR)) == 0) {
1415 uap->dataptr = NULL; 1481 I*
1416 uap->datalen = 0; 1482 * PRIV_SYS_MOUNT doesn't mean you can become root.
1417 } 1483 *
1484 if (vfsp->vfs_lofi_minor != 0) {
1419 I* 1485 uap->flags [= MS_NOSUID;
1420 * |f this is a remount, we don't want to create a new VFS. 1486 vfs_setmntopt_nolock(&mnt_mntopts, MNTOPT_NOSUID, NULL, 0, 0);
1421 * Instead, we pass the existing one with a remount flag. 1487 }
1422 *
1423 if (remount) { 1489 I*
1424 I* 1490 * The vfs_reflock is not used anymore the code below explicitly
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1491
1492
1493
1494
1495
1496

1498
1499
1500
1501
1502
1503
1504
1505
1506
1507
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1512
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1514
1515
1516
1517
1518
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1551
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1554
1555
1556

* holds it preventing others accesing it directly.
*/

if ((sema_tryp(&vfsp->vfs_reflock) == 0) &&
I(vfsp->vfs_flag & VFS_REMOUNT))
cmn_err(CE_WARN,
"mount type %s couldn't get vfs_reflock", vswp->vsw_name);

*

* Lock the vfs. If this is a remount we want to avoid spurious umount

* failures that happen as a side-effect of fsflush() and other mount

* and unmount operations that might be going on simultaneously and
* may have locked the vfs currently. To not return EBUSY immediately
* here we use vfs_lock_wait() instead vfs_lock() for the remount case.
*

!

if (‘remount) {
if (error = vfs_lock(vfsp)) {
visp->vfs_flag = ovflags;

lofi_remove(vfsp);

if (splice)

vn_vfsunlock(vp);
vis_free(vfsp);
goto errout;

}else {

}

/*

* Add device to mount in progress table, global mounts require special
* handling. It is possible that we have already done the lookupname

* on a spliced, non-global fs. If so, we don't want to do it again

* since we cannot do a lookupname after taking the

* wlock above. This case is for a non-spliced, non-global filesystem.

*

/
if (laddmip) {
if ((uap->flags & MS_GLOBAL) == 0 &&
lookupname(uap->spec, fromspace, FOLLOW, NULL, &bvp) == 0) {
addmip = 1;

vfs_lock_wait(vfsp);

}

if (addmip) {
vnode_t *lvp = NULL;

error = vfs_get_lofi(vfsp, &lvp);
if (error > 0) {
lofi_remove(vfsp);

if (splice)
vn_vfsunlock(vp);
vfs_unlock(vfsp);

if (remount) {
VFS_RELE(vfsp);
}else {

}

goto errout;

} else if (error == -1) {
bdev = bvp->v_rdev;
VN_RELE(bvp);

vis_free(vfsp);

}else {
bdev = lvp->v_rdev;

11
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1557 VN_RELE(lvp);

1558 VN_RELE(bvp);

1559 }

1561 vfs_addmip(bdev, vfsp);

1562 addmip = 0;

1563 delmip = 1;

1564 }

1565 *

1566 * Invalidate cached entry for the mount point.

1567 */

1568 if (splice)

1569 dnlc_purge_vp(vp);

1571 I*

1572 * |f have an option string but the filesystem doesn't supply a
1573 * prototype options table, create a table with the global

1574 * options and sufficient room to accept all the options in the
1575 * string. Then parse the passed in option string

1576 * accepting all the options in the string. This gives us an

1577 * option table with all the proper cancel properties for the

1578 * global options.

1579 *

1580 * Filesystems that supply a prototype options table are handled
1581 * earlier in this function.

1582 *

1583 if (uap->flags & MS_OPTIONSTR) {

1584 if ({(vswp->vsw_flag & VSW_HASPROTO)) {

1585 mntopts_t tmp_mntopts;

1587 tmp_mntopts.mo_count = 0;

1588 vfs_createopttbl_extend(&tmp_mntopts, inargs,
1589 &mnt_mntopts);

1590 vfs_parsemntopts(&tmp_mntopts, inargs, 1);
1591 vfs_swapopttbl_nolock(&mnt_mntopts, &tmp_mntopts);
1592 vfs_freeopttbl(&tmp_mntopts);

1593 }

1594 }

1596 I*

1597 * Serialize with zone creations.

1598 *

1599 mount_in_progress();

1600 *

1601 * Instantiate (or reinstantiate) the file system. If appropriate,
1602 * splice it into the file system name space.

1603 *

1604 * We want VFS_MOUNT() to be able to override the vfs_resource
1605 * string if necessary (ie, mntfs), and also for a remount to

1606 * change the same (necessary when remounting '/ during boot).
1607 * So we set up vfs_mntpt and vfs_resource to what we think they
1608 * should be, then hand off control to VFS_MOUNT() which can
1609 * override this.

1610 *

1611 * For safety's sake, when changing vfs_resource or vfs_mntpt of
1612 * a vfs which is on the vfs list (i.e. during a remount), we must
1613 * never set those fields to NULL. Several bits of code make
1614 * assumptions that the fields are always valid.

1615 *

1616 vfs_swapopttbl(&mnt_mntopts, &vfsp->vfs_mntopts);

1617 if (remount) {

1618 if ((oldresource = vfsp->vfs_resource) != NULL)

1619 refstr_hold(oldresource);

1620 if ((oldmntpt = vfsp->vfs_mntpt) != NULL)

1621 refstr_hold(oldmntpt);

1622 }
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1623
1624

1626
1627
1628
1629
1630

1632
1633
1634
1635
1636
1637

1639
1640

1642
1643
1644
1645
1646
1647
1648
1649
1650
1651
1652
1653
1654
1655
1656
1657
1658
1659
1660
1661
1662
1663
1664
1665
1666
1667
1668
1669
1670
1671
1672
1673
1674
1675
1676
1677
1678
1679
1680
1681
1682
1683
1684
1685
1686
1687
1688

vfs_setresource(vfsp, resource);
vfs_setmntpoint(vfsp, mountpt);

/*
* going to mount on this vnode, so notify.
*/

vnevent_mountedover(vp, NULL);
error = VFS_MOUNT(vfsp, vp, uap, credp);

if (uap->flags & MS_RDONLY)

vfs_setmntopt(vfsp, MNTOPT_RO, NULL, 0);
if (uap->flags & MS_NOSUID)

vfs_setmntopt(vfsp, MNTOPT_NOSUID, NULL, 0);
if (uap->flags & MS_GLOBAL)

vfs_setmntopt(vfsp, MNTOPT_GLOBAL, NULL, 0);

if (error) {
lofi_remove(vfsp);

if (remount) {
/* put back pre-remount options */
vfs_swapopttbl(&mnt_mntopts, &vfsp->vfs_mntopts);
vfs_setmntpoint(vfsp, (stripzonepath(
refstr_value(oldmntpt))));
if (oldmntpt)
refstr_rele(oldmntpt);
vfs_setresource(vfsp, (stripzonepath(
refstr_value(oldresource))));
if (oldresource)
refstr_rele(oldresource);
visp->vfs_flag = ovflags;
vfs_unlock(vfsp);
VFS_RELE(vfsp);
}else {
vfs_unlock(vfsp);
vfs_freemnttab(vfsp);
vfs_free(vfsp);

}else {
* Set the mount time to now
*/

visp->vfs_mtime = ddi_get_time();
if (remount) {
visp->vfs_flag &= ~VFS_REMOUNT;
if (oldresource)
refstr_rele(oldresource);
if (oldmntpt)
refstr_rele(oldmntpt);
}else if (sp/lice) {
%

* Link vfsp into the name space at the mount
* point. Vfs_add() is responsible for

* holding the mount point which will be

* released when vfs_remove() is called.

*

vfs_add(vp, vfsp, uap->flags);
}else {

* Hold the reference to file system which is
* not linked into the name space.

*/

vfsp->vfs_zone = NULL;

VFS_HOLD(vfsp);
vfsp->vfs_vnodecovered = NULL;

13
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1689 *

1690 * Set flags for global options encountered

1691 */

1692 if (vfs_optionisset(vfsp, MNTOPT_RO, NULL))

1693 vfsp->vfs_flag |= VFS_RDONLY;

1694 else

1695 visp->vfs_flag &= ~VFS_RDONLY;

1696 if (vfs_optionisset(vfsp, MNTOPT_NOSUID, NULL)) {

1697 vfsp->vfs_flag |= (VFS_NOSETUID|VFS_NODEVICES);
1698 }else {

1699 if (vfs_optionisset(vfsp, MNTOPT_NODEVICES, NULL))
1700 visp->vfs_flag |= VFS_NODEVICES;
1701 else

1702 visp->vfs_flag &= ~VFS_NODEVICES;
1703 if (vfs_optionisset(vfsp, MNTOPT_NOSETUID, NULL))
1704 visp->vfs_flag |= VFS_NOSETUID;
1705 else

1706 visp->vfs_flag &= ~VFS_NOSETUID;
1707 }

1708 if (vfs_optionisset(vfsp, MNTOPT_NBMAND, NULL))

1709 visp->vfs_flag |= VFS_NBMAND;

1710 else

1711 visp->vfs_flag &= ~VFS_NBMAND;

1713 if (vfs_optionisset(vfsp, MNTOPT_XATTR, NULL))

1714 visp->vfs_flag |= VFS_XATTR;

1715 else

1716 visp->vfs_flag &= ~VFS_XATTR;

1718 if (vfs_optionisset(vfsp, MNTOPT_NOEXEC, NULL))

1719 visp->vfs_flag |= VFS_NOEXEC;

1720 else

1721 vfsp->vfs_flag &= ~VFS_NOEXEC;

1723 I

1724 * Now construct the output option string of options

1725 * we recognized.

1726 *

1727 if (uap->flags & MS_OPTIONSTR) {

1728 vfs_list_read_lock();

1729 copyout_error = vfs_buildoptionstr(

1730 &vfsp->vfs_mntopts, inargs, optlen);

1731 vfs_list_unlock();

1732 if (copyout_error == 0 &&

1733 (uap->flags & MS_SYSSPACE) == 0) {

1734 copyout_error = copyoutstr(inargs, opts,
1735 optlen, NULL);

1736 }

1737 }

1739 I

1740 * |If this isn't a remount, set up the vopstats before

1741 * anyone can touch this. We only allow spliced file

1742 * systems (file systems which are in the namespace) to

1743 * have the VFS_STATS flag set.

1744 * NOTE: PxFS mounts the underlying file system with

1745 * MS_NOSPLICE set and copies those vfs_flags to its private
1746 * vfs structure. As a result, PxFS should never have

1747 *the VFS_STATS flag or else we might access the vfs

1748 * statistics-related fields prior to them being

1749 * properly initialized.

1750 */

1751 if ('remount && (vswp->vsw_flag & VSW_STATS) && splice) {
1752 initialize_vopstats(&vfsp->vfs_vopstats);

1753 I*

1754 * We need to set vfs_vskap to NULL because there's
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1755
1756
1757
1758
1759
1760
1761

1763
1764

1766
1767
1768
1769
1770

1772
1773
1774
1775
1776
1777
1778
1779
1780
1781
1782
1783
1784
1785
1786
1787
1788
1789
1790
1791
1792
1793 errout:
1794
1795
1796
1797
1798
1799
1800
1801
1802
1803
1804
1805
1806
1807
1808
1809
1810
1811
1812
1813
1814
1815
1816
1817 }

* a chance it won't be set below. This is checked
* in teardown_vopstats() so we can't have garbage.
*/

vfsp->vfs_vskap = NULL,;

vfsp->vfs_flag |= VFS_STATS;

visp->vfs_fstypevsp = get_fstype_vopstats(vfsp, vswp);
}

if (vswp->vsw_flag & VSW_XID)
visp->vfs_flag |= VFS_XID;

vfs_unlock(vfsp);

mount_completed();
if (splice)
vn_vfsunlock(vp);

if ((error == 0) && (copyout_error == 0)) {
if (fremount) {
/*

* Don't call get_vskstat_anchor() while holding

* locks since it allocates memory and calls
*VFS_STATVFS(). For NFS, the latter can generate
* an over-the-wire call.

*,

/

vskap = get_vskstat_anchor(vfsp);
/* Only take the lock if we have something to do */
if (vskap != NULL) {
vfs_lock_wait(vfsp);
if (vfsp->vfs_flag & VFS_STATS) {
visp->vfs_vskap = vskap;

}
vfs_unlock(vfsp);

}

}
/* Return vfsp to caller. */
*vispp = visp;

vfs_freeopttbl(&mnt_mntopts);
if (resource != NULL)
kmem_free(resource, strlen(resource) + 1);
if (mountpt != NULL)
kmem_free(mountpt, strlen(mountpt) + 1);
/*
* |t is possible we errored prior to adding to mount in progress
* table. Must free vnode we acquired with successful lookupname.
*

/

if (addmip)
VN_RELE(bvp);

if (delmip)
vfs_delmip(vfsp);

ASSERT(vswp != NULL);

vfs_unrefvfssw(vswp);

if (inargs != opts)
kmem_free(inargs, MAX_MNTOPT_STR);

if (copyout_error) {
lofi_remove(vfsp);
VFS_RELE(vfsp);
error = copyout_error;

return (error);

unchanged_portion_omitted_

4291 f*
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4292
4293

4294 * specific vfs_freevfs() to free up the resources.
4295 */
4296 void
4297 vfs_rele(vfs_t *vfsp)
4298 {
4299 ASSERT (vfsp->vfs_count != 0);
4300 if (atomic_add_32_nv(&vfsp->vfs_count, -1) == 0) {
4301 VFS_FREEVFS(vfsp);
4302 lofi_remove(vfsp);
4303 if (vfsp->vfs_zone)
4304 zone_rele(vfsp->vfs_zone);
4305 vfs_freemnttab(vfsp);
4306 vfs_free(vfsp);
4307 }
4308 }
unchanged_portion_omitted_
4634 [*
4635 * Propagate feature set from one vfs to another
4636 */
4637 void
4638 vfs_propagate_features(vfs_t *from, vfs_t *to)
4639 {
4640 inti;
4642 if (to->vfs_implp == NULL || from->vfs_implp == NULL)
4643 return;
4645 for (i =1, i <= to->vfs_featureset[0]; i++) {
4646 to->vfs_featureset|i] = from->vfs_featureset]i];
4647 }
4648 }
4650 /*
4651 * Return the vnode for the lofi node if there's a lofi mount in place.
4652 * Returns -1 when there's no lofi node, 0 on success, and > 0 on
4653 *failure.
4654 */
4655 int
4656 vfs_get_lofi(vfs_t *vfsp, vnode_t **vpp)
4657 {
4658 char *path = NULL;
4659 int strsize;
4660 int err;
4662 if (vfsp->vfs_lofi_minor == 0) {
4663 *vpp = NULL;
4664 return (-1);
4665 }
4667 strsize = snprintf(NULL, 0, "/devices/pseudo/lofi@0:%d",
4668 vfsp->vfs_lofi_minor);
4670 path = kmem_alloc(strsize + 1, KM_SLEEP);
4672 (void) snprintf(path, strsize + 1,
4673 "/devices/pseudo/lofi@0:%d", vfsp->vfs_lofi_minor);
4675 err = lookupname(path, UIO_SYSSPACE, FOLLOW, NULLVPP, vpp);
4677 if (err)
4678 *vpp = NULL;
4680 out:

* Decrements the vfs reference count by one atomically. When
* vfs reference count becomes zero, it calls the file system
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4681 if (path = NULL)

4682 kmem_free(path, strsize + 1);
4684 return (err);

4685 }

unchanged_portion_omitted_

17
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PSARC/2008/290 lofi mount
6384817 Need persistent lofi based mounts and direct mount(1m) support for lofi

/‘k
* CDDL HEADER START
*

* The contents of this file are subject to the terms of the

* Common Development and Distribution License (the "License").
* You may not use this file except in compliance with the License.
*

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

* See the License for the specific language governing permissions

*and limitations under the License.

*

* When distributing Covered Code, include this CDDL HEADER in each
*file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
* If applicable, add the following below this CDDL HEADER, with the

* fields enclosed by brackets "[]" replaced with your own identifying

* information: Portions Copyright [yyyy] [name of copyright owner]

*

* CDDL HEADER END
*
/

/*

* Copyright 2008 Sun Microsystems, Inc. All rights reserved.
* Copyright 2007 Sun Microsystems, Inc. All rights reserved.
* Use Is subject to license terms.

*/

#pragma ident  "@(#)lofi.c 1.28 08/05/07 SMI"
#pragma ident  "@(#)lofi.c 1.27 07/12/07 SMI"
/*

* lofi (loopback file) driver - allows you to attach a file to a device,

* which can then be accessed through that device. The simple model is that
* you tell lofi to open a file, and then use the block device you get as

* you would any block device. lofi translates access to the block device

* into /O on the underlying file. This is mostly useful for

* mounting images of filesystems.

*

* |ofi is controlled through /dev/lofictl - this is the only device exported

* during attach, and is minor number 0. lofiadm communicates with lofi through
* joctls on this device. When a file is attached to lofi, block and character
* devices are exported in /dev/lofi and /dev/rlofi. Currently, these devices
* are identified by their minor number, and the minor number is also used
* as the name in /dev/lofi. If we ever decide to support virtual disks,
*we'll have to divide the minor number space to identify fdisk partitions

* and slices, and the name will then be the minor number shifted down a
* few bits. Minor devices are tracked with state structures handled with

* ddi_soft_state(9F) for simplicity.

*

* A file attached to lofi is opened when attached and not closed until

* explicitly detached from lofi. This seems more sensible than deferring

* the open until the /dev/lofi device is opened, for a number of reasons.

* One Is that any failure is likely to be noticed by the person (or script)

* running lofiadm. Another is that it would be a security problem if the

* file was replaced by another one after being added but before being opened.
*

* The only hard part about lofi is the ioctls. In order to support things

* like 'newfs' on a lofi device, it needs to support certain disk ioctls.

* So it has to fake disk geometry and partition information. More may need
* to be faked if your favorite utility doesn't work and you think it should

* (fdformat doesn't work because it really wants to know the type of floppy
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59
60
61
62
63
64

* controller to talk to, and that didn't seem easy to fake. Or possibly even
* necessary, since we have mkfs_pcfs now).
*

* Normally, a lofi device cannot be detached if it is open (i.e. busy). To

* support simulation of hotplug events, an optional force flag is provided.

* |f a lofi device is open when a force detach is requested, then the

* underlying file is closed and any subsequent operations return EIO. When the
* device is closed for the last time, it will be cleaned up at that time. In

* addition, the DKIOCSTATE ioctl will return DKIO_DEV_GONE when the device is

* detached but not removed.

*

* Known problems:

UFS logging. Mounting a UFS filesystem image "logging"

works for basic copy testing but wedges during a build of ON through
that image. Some deadlock in lufs holding the log mutex and then
getting stuck on a buf. So for now, don't do that.

Direct I/O. Since the filesystem data is being cached in the buffer
cache, _and_ again in the underlying filesystem, it's tempting to

enable direct I/0 on the underlying file. Don't, because that deadlocks.

I think to fix the cache-twice problem we might need filesystem support.

lofi on itself. The simple lock strategy (lofi_lock) precludes this
because you'll be in lofi_ioctl, holding the lock when you open the
file, which, if it's lofi, will grab lofi_lock. We prevent this for

now, though not using ddi_soft_state(9F) would make it possible to
do. Though it would still be silly.

Interesting things to do:
Allow multiple files for each device. A poor-man's metadisk, basically.
Pass-through ioctls on block devices. You can (though it's not
documented), give lofi a block device as a file name. Then we shouldn't
need to fake a geometry. But this is also silly unless you're replacing
metadisk.

Encryption. tpm would like this. Apparently Windows 2000 has it, and
so does Linux.

I I R S

*

#include <sys/types.h>
#include <netinet/in.h>
#include <sys/sysmacros.h>
#include <sys/cmn_err.h>
#include <sys/uio.h>
#include <sys/kmem.h>
#include <sys/cred.h>
#include <sys/mman.h>
#include <sys/errno.h>
#include <sys/aio_req.h>
#include <sys/stat.h>
#include <sysf/file.h>
#include <sys/modctl.h>
#include <sys/conf.h>
#include <sys/debug.h>
#include <sys/vnode.h>
#include <sys/lofi.h>
#include <sys/fcntl.h>
#include <sys/pathname.h>
#include <sys/filio.h>
#include <sys/fdio.h>
#include <sys/open.h>
#include <sys/disp.h>
#include <vm/seg_map.h>
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125 #include <sys/ddi.h>
126 #include <sys/sunddi.h>
127 #include <sys/zmod.h>

129 #define NBLOCKS_PROP_NAME "Nblocks"
130 #define SIZE_PROP_NAME "Size"

132 static dev_info_t *lofi_dip;

133 static void *|ofi_statep;

134 static kmutex_t lofi_lock; I* state lock */
136 /*

137 * Because lofi_taskq_nthreads limits the actual swamping of the device, the
138 * maxalloc parameter (lofi_taskg_maxalloc) should be tuned conservatively
139 *high. If we want to be assured that the underlying device is always busy,
140 *we must be sure that the number of bytes enqueued when the number of
141 *enqueued tasks exceeds maxalloc is sufficient to keep the device busy for
142 * the duration of the sleep time in taskg_ent_alloc(). That is, lofi should

143 * set maxalloc to be the maximum throughput (in bytes per second) of the
144 * underlying device divided by the minimum 1/O size. We assume a realistic
145 * maximum throughput of one hundred megabytes per second; we set maxalloc on
146 * the lofi task queue to be 104857600 divided by DEV_BSIZE.

147 */

148 static int lofi_taskg_maxalloc = 104857600 / DEV_BSIZE;

149 static int lofi_taskg_nthreads = 4; I* # of taskq threads per device */

151 uint32_t lofi_max_files = LOFI_MAX_FILES;

153 static int gzip_decompress(void *src, size_t srclen, void *dst,
4

15 size_t *destlen, int level);

156 lofi_compress_info_t lofi_compress_table[LOFI_COMPRESS_FUNCTIONS] = {
157 {gzip_decompress, NULL, 6, "92|p"} /* default */
158 {gzip_decompress, NULL, 6, g2|p -6},

159 {gzip_decompress, NULL, 9, "gzip-9"}

160 };

unchanged_portion_omitted_

311 /*ARGSUSED*/

312 static int

313 lofi_close(dev_t dev, int flag, int otyp, struct cred *credp)
314 {

315 minor_t minor;

316 struct lofi_state *Isp;

318 mutex_enter(&lofi_lock);

319 minor = getminor(dev);

320 Isp = ddi_get_soft_state(lofi_statep, minor);

321 if (Isp == NULL) {

322 mutex_exit(&lofi_lock);

323 return (EINVAL);

324 }

325 mark_closed(lsp, otyp);

327 I

328 * |f we forcibly closed the underlying device (li_force), or
329 * asked for cleanup (li_cleanup), finish up if we're the last
330 * out of the door.

328 * If we have forcibly closed the underlying device, and this is the
329 * |last close, then tear down the rest of the device.

331 */

332 if (minor != 0 && lis_opened(Isp) &&

333 (Isp->Is_cleanup || Isp->Is_vp == NULL))

331 if (minor !'= 0 && Isp->Is_vp == NULL && lis_opened(Isp))
334 lofi_free_handle(dev, minor, Isp, credp);
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336 mutex_exit(&lofi_lock);
337 return (0);
338 }

unchanged_portion_omitted_
1376 /*
1377 *unmap a file.
1378 */

1379 static int
1380 lofi_unmap_file(dev_t dev, struct lofi_ioctl *ulip, int byfilename,
1381  struct cred *credp, int ioctl _flag)

1382 {

1383 struct lofi_state *Isp;

1384 struct lofi_ioctl *klip;

1385 minor_t minor;

1387 klip = copy_i |n lofi_ioctl(ulip, ioctl_flag);

1388 if (klip == NULL)

1389 return (EFAULT);

1391 mutex_enter(&lofi_lock);

1392 if (byfilename) {

1393 minor = file_to_minor(klip->li_filename);

1394 }else {

1395 minor = klip->li_minor;

1396 }

1397 if (minor == 0) {

1398 mutex_exit(&lofi_lock);

1399 free_lofi_ioctl(klip);

1400 return (ENXIO);

1401 1

1402 Isp = ddi_get soft_state(lofi_. statep, minor);

1403 if (Isp == NULL || Isp->Is_vp == NULL,

1404 mutex eX|t(&Iof| lock);

1405 free_lofi_ioctl(klip);

1406 return (ENXIO);

1407 }

1406 if (is_opened(Isp)) {

1409 I*

1410 * |f it's still held open, we'll do one of three things:

1408 * |If the ‘force’ flag is set, then we forcibly close the

1409 * underlying file. Subsequent operations will fail, and the
1410 * DKIOCSTATE ioctl will return DKIO_DEV_ GONE. When the device
1411 * is last closed, the device will be cleaned up appropriately.
1411 *

1412 *If no flag is set, just return EBUSY.

1413 *

1414 * |f the 'cleanup’ flag is set, unmap and remove the device when
1415 * the last user finishes.

1416 *

1417 * |f the ‘force’ flag is set, then we forcibly close the underlying

1418 *file. Subsequent operations will fail, and the DKIOCSTATE ioctl
1419 *will return DKIO_DEV_GONE. When the device is last closed, the
1420 * device will be cleaned up appropriately.

1421 *

1422 * This is complicated by the fact that we may have outstanding

1423 * dispatched 1/0Os. Rather than having a single mutex to serialize all
1424 *1/0, we keep a count of the number of outstanding 1/O requests, as
1425 * well as a flag to indicate that no new 1/Os should be dispatched.
1426 * We set the flag, wait for the number of outstanding 1/Os to reach 0,
1427 * and then close the underlying vnode.

1414 * dispatched 1/0s. Rather than having a single mutex to
1415 * serialize all I/0, we keep a count of the number of

1416 * outstanding 1/O requests, as well as a flag to indicate that

1417 * no new I/Os should be dispatched. We set the flag, wait for
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1418
1419
1428

1430
1431
1432
1433
1434
1435
1436
1437
1438
1439
1440
1441
1442
1443
1444
1445
1446
1447
1448
1449
1450
1451
1452

1454
1455
1456
1457

1459
1460
1461
1462

1464

1466
1467
1468
1469
1470
1471 }

* the number of outstanding 1/Os to reach 0, and then close the
* underlying vnode.
*

if (is_opened(isp)) {
if (klip->li_force) {
mutex_enter(&Isp->Is_vp_lock);
Isp->Is_vp_closereq = B_TRUE;
while (Isp->Is_vp_iocount > 0)
cv_wait(&Isp->Is_vp_cv, &lsp->Is_vp_lock);
(void) VOP_CLOSE(Isp->Is_vp, Isp->Is_openflag, 1, O,
credp, NULL);
VN_RELE(Isp->Is_vp);
Isp->Is_vp = NULL;
cv_broadcast(&Isp->Is_vp_cv);
mutex_exit(&Isp->Is_vp_lock);
mutex_exit(&lofi_lock);
klip->li_minor = minor;
(void) copy_out_lofi_ioctl(klip, ulip, ioctl_flag);
free_lofi_ioctl(klip);
return (0);
} else if (klip->li_cleanup) {
Isp->Is_cleanup = 1;
mutex_exit(&lofi_lock);
free_lofi_ioctl(klip);
return (0);

}

mutex_exit(&lofi_lock);
free_lofi_ioctl(klip);
return (EBUSY);

}

if (Isp->Is_uncomp_seg_sz > 0) {
kmem_free(Isp->Is_comp_index_data, Isp->Is_comp_index_data_sz);
Isp->Is_uncomp_seg_sz = 0;

}
lofi_free_handle(dev, minor, Isp, credp);

klip->li_minor = minor;
mutex_exit(&lofi_lock);

(void) copy_out_lofi_ioctl(klip, ulip, ioctl_flag);
free_lofi_ioctl(klip);

return (0);

unchanged_portion_omitted_

1730 static struct modidrv modldrv = {
1731

1732
1716
1733
1734 };

&mod_driverops,

"loopback file driver (1.28)",
"loopback file driver (1.27)",
&lofi_ops,

unchanged_portion_omitted_
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* CDDL HEADER START
*

* The contents of this file are subject to the terms of the

* Common Development and Distribution License (the "License").
* You may not use this file except in compliance with the License.
*

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

* See the License for the specific language governing permissions

*and limitations under the License.

*

* When distributing Covered Code, include this CDDL HEADER in each
*file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
* If applicable, add the following below this CDDL HEADER, with the

* fields enclosed by brackets "[]" replaced with your own identifying

* information: Portions Copyright [yyyy] [name of copyright owner]

*

* CDDL HEADER END
*
/

/*

* Copyright 2008 Sun Microsystems, Inc. All rights reserved.
* Copyright 2007 Sun Microsystems, Inc. All rights reserved.
* Use Is subject to license terms.

*/

#ifndef _SYS_LOFI_H
#define _SYS_LOFI_H

08/05/07 SMI"
07/12/07 SMI"

#pragma ident  "@(#)lofi.h
#pragma ident  "@(#)lofi.h

=]
~N o

#include <sys/types.h>
#include <sys/time.h>
#include <sys/taskq.h>
#include <sys/vtoc.h>
#include <sys/dkio.h>
#include <sys/vnode.h>

#ifdef __ cplusplus
extern "C" {
#endif

/*
* [dev names:
* /dev/lofictl - master control device
* /dev/lofi - block devices, named by minor number
* /dev/rlofi - character devices, named by minor number
*
/
#define LOFI_DRIVER_NAME "lofi"
#define LOFI_CTL_NODE “ctl”
#define LOFI_CTL_NAME LOFI_DRIVER_NAME LOFI_CTL_NODE
#define LOFI_BLOCK_NAME LOFI_DRIVER_NAME
#define LOFI_CHAR_NAME "r" LOFI_DRIVER_NAME

#define SEGHDR 1
#define COMPRESSED 1
#define UNCOMPRESSED 0
#define MAXALGLEN 36
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/*

*

*Use is:

* Id = open("/dev/lofictl", O_RDWR | O_EXCL);

*

* lofi must be opened exclusively. Access is controlled by permissions on
* the device, which is 644 by default. Write-access is required for ioctls

* that change state, but only read-access is required for the ioctls that

* return information. Basically, only root can add and remove files, but

* non-root can look at the current lists.

*

* joctl usage:
*
* kernel ioctls

strepy(li.li__filename, "somefilename™);
ioctl(id, LOFI_MAP_FILE, &li);
newminor = li.li_minor;

strepy(li.li__filename, "somefilename™);
ioctl(id, LOFI_UNMAP_FILE, &li);

strepy(li.li_filename, "somefilename™);
li.li_minor = minor_number;
iocti(ld, LOFI_MAP_FILE_MINOR, &li);

li.li_minor = minor_number;
ioctl(ld, LOFI_UNMAP_FILE_MINOR, &li);

li.li_minor = minor_number;
joctl(ld, LOFI_GET_FILENAME, &li);

strepy(li.li__filename, "somefilename™);
joctl(id, LOFI_GET_MINOR, &li);

li.li_minor = 0;
ioctl(ld, LOFI_GET_MAXMINOR, &li);
maxminor = li.li_minor;

strepy(li.li_filename, "somefilename");
li.li_minor = O;
ioctl(ld, LOFI_CHECK_COMPRESSED, &li);

® ok ok ok K ok ko kO ok K ok K Ok K ok Ok ok k ok F Ok F Ok F K F

*

* If the 'li_force' flag is set for any of the LOFI_UNMAP_* commands, then if

* the device is busy, the underlying vnode will be closed, and any subsequent

* operations will fail. It will behave as if the device had been forcibly

* removed, so the DKIOCSTATE ioctl will return DKIO_DEV_GONE. When the device
* is last closed, it will be torn down.

*

* If the 'li_cleanup'’ flag is set for any of the LOFI_UNMAP_* commands, then
* if the device is busy, it is marked for removal at the next time it is

* no longer held open by anybody. When the device is last closed, it will be
* torn down.

*

* Oh, and last but not least: these ioctls are totally private and only
* for use by lofiadm(1M).
*

*

struct lofi_ioctl {
uint32_t li_minor;
boolean_t li_force;
boolean_t li_cleanup;
char li_filename[MAXPATHLEN + 1];
char li_algorithm[MAXALGLEN];
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b

#define LOFI_IOC_BASE ((L' << 16) | (F' << 8))
#define LOFI_MAP_FILE (LOFI_IOC_BASE | 0x01)
#define LOFI_MAP_FILE_MINOR (LOFT_IOC_BASE | 0x02)
#define LOFI_UNMAP_FILE (LOFI_IOC_BASE | 0x03)
#define LOFI_UNMAP_FILE_MINOR  (LOFT_IOC_BASE | 0x04)
#define LOFI_GET_FILENAME (LOFIIOC_BASE | 0x05)
#define LOFI_GET_MINOR (LOFI_IOC_BASE | 0x06)
#define LOFI_GET_MAXMINOR (LOFT_IOC_BASE | 0x07)
#define LOFI_CHECK_COMPRESSED  (LOFI_IOC_BASE | 0x08)

/*
* file types that might be usable with lofi, maybe. Only regular
* files are documented though.
*
!
#define S_ISLOFIABLE(mode) \
(S_ISREG(mode) || S_ISBLK(mode) || S_ISCHR(mode))

#if defined(_KERNEL)

/*
* We limit the maximum number of active lofi devices to 128, which seems very
* large. You can tune this by changing lofi_max_files in /etc/system.
* If you change it dynamically, which you probably shouldn't do, make sure
*to only _increase_ it.
*
/
#define LOFI_MAX_FILES 128
extern uint32_t lofi_max_files;

#define V_ISLOFIABLE(vtype) \
((vtype == VREGQG) || (vtype == VBLK) || (vtype == VCHR))

struct lofi_state {

char *|s_filename; /* filename to open */
size_t Is_filename_sz;

struct vnode *Is_vp; /* open vnode */

kmutex_t Is_vp_lock; /* protects Is_vp */
kcondvar_t Is_vp_cv; /* signal changes to Is_vp */
uint32_t Is_vp_iocount; /*# pending I/O requests */
boolean_t Is_vp_closereq; /* force close requested */
u_offset_t Is_vp_size;

uint32_t Is_blk_open;

uint32_t Is_chr_open;

uint32_t Is_lyr_open_count;

int Is_openflag;

boolean_t Is_cleanup; /* cleanup on close */
taskq_t *Is_taskq;

kstat_t *|s_kstat;

kmutex_t Is_kstat_lock;

struct dk_geom Is_dkg;

struct vtoc Is_vtoc;

struct dk_cinfo Is_ci;

/* the following fields are required for compression support */

int Is_comp_algorithm_index; /* idx into compress_table */
char Is_comp_algorithm[MAXALGLEN];

uint32_t Is_uncomp_seg_sz; /* sz of uncompressed segment */
uint32_t Is_comp_index_sz; /* number of index entries */

uint32_t Is_comp_seg_shift; /* exponent for byte shift */

uint32_t Is_uncomp_last_seg_sz; /* sz of last uncomp segment */
uint6é4_t Is_comp_offbase; /* offset of actual compressed data */
uint64_t *|s_comp_seg_index; /* array of index entries */

caddr_t Is_comp_index_data; /* index pages loaded from file */

uint32_t Is_comp_index_data_sz;
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191 u_offset_t Is_vp_comp_size; /* actual compressed file size */
192 };

unchanged_portion_omitted_



new/usr/src/uts/common/sys/vfs.h

20328 Wed May 7 11:21:46 2008
new/usr/src/uts/common/sys/vfs.h
PSARC/2008/290 lofi mount
6384817 Need persistent lofi based mounts and direct mount(1m) support for lofi

1%

* CDDL HEADER START
*

1
2
3
4 * The contents of this file are subject to the terms of the

5 * Common Development and Distribution License (the "License").
6 * You may not use this file except in compliance with the License.
7 *

8

9

* You can obtain a copy of the license at usr/src/OPENSOLARIS.LICENSE
* or http://www.opensolaris.org/os/licensing.

10 * See the License for the specific language governing permissions

11 *and limitations under the License.
*

13 * When distributing Covered Code, include this CDDL HEADER in each
14 *file and include the License file at usr/src/ OPENSOLARIS.LICENSE.
15 * If applicable, add the following below this CDDL HEADER, with the
16 *fields enclosed by brackets "[]" replaced with your own identifying
17 *information: Portions Copyright [yyyy] [name of copyright owner]

*

19 * CDDL HEADER END
*
/

21

22 * Copyright 2008 Sun Microsystems, Inc. All rights reserved.
23 *Use is subject to license terms.
*

24

26 [* Copyright (c) 1983, 1984, 1985, 1986, 1987, 1988, 1989 AT&T
27 I* All Rights Reserved  */

29 /*

30 * Portions of this source code were derived from Berkeley 4.3 BSD
31 *under license from the Regents of the University of California.
*

34 #ifndef _SYS_VFS_H
35 #define _SYS_VFS_H

37 #pragmaident "@(#)vfs.h 1.116 08/05/07 SMI"
37 #pragmaident "@(#)vfs.h 1.115 08/03/21 SMI"

39 #include <sys/types.h>
40 #include <sys/t_lock.h>
41 #include <sys/cred.h>
42 #include <sys/vnode.h>
43 #include <sys/statvfs.h>
44 #include <sys/refstr.h>
45 #include <sys/avl.h>

47 #ifdef __ cplusplus
48 extern "C" {
49 #endif

51 /*
52 * Data associated with mounted file systems.
53 */

55 /*
56 * Operations vector. This is used internal to the kernel; file systems
57 * supply their list of operations via vfs_setfsops().

*/

*/
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60 typedef struct vfsops vfsops_t;

62 /*
63 * File system identifier. Should be unique (at least per machine).
64 */
65 typedef struct {
66 int val[2]; /* file system id type */
67 }fsid_t;
unchanged_portion_omitted_

195 /*
196 * Structure per mounted file system. Each mounted file system has
197 *an array of operations and an instance record.
198 *
199 * The file systems are kept on a doubly linked circular list headed by
200 *"rootvfs".
201 * File system implementations should not access this list;
202 *it's intended for use only in the kernel's vfs layer.
203 *
204 * Each zone also has its own list of mounts, containing filesystems mounted
205 *somewhere within the filesystem tree rooted at the zone's rootpath. The
206 * list is doubly linked to match the global list.
207 *
208 * mnttab locking: the in-kernel mnttab uses the vfs_mntpt, vfs_resource and
209 *vfs_mntopts fields in the vfs_t. mntpt and resource are refstr_ts that
210 *are set at mount time and can only be modified during a remount.
211 *Itis safe to read these fields if you can prevent a remount on the vfs,
212 * or through the convenience funcs vfs_getmntpoint() and vfs_getresource().
213 * The mntopts field may only be accessed through the provided convenience
214 *functions, as it is protected by the vfs list lock. Modifying a mount
215 * option requires grabbing the vfs list write lock, which can be a very
216 * high latency lock.
*

217
218 struct zone; /* from zone.h */
219 struct fem_head; /* from fem.h */

221 typedef struct vfs {
222 struct vfs *vfs_next;
223 struct vfs *vfs_prev;

/* next VES in VFS list */
/* prev VFS in VFS list */

225 [* vfs_op should not be used directly. Accessor functions are provided */

226 vfsops_t *vfs_op; /* operations on VFS */

228 struct vnode *vfs_vnodecovered; /* vnode mounted on */

229 uint_t vis_flag; /* flags */

230 uint_t vis_bsize; /* native block size */

231 int vfs_fstype; /* file system type index */
232 fsid_t vfs_fsid; /* file system id */

233 void *vfs_data; /* private data */

234 dev_t vfs_dev; /* device of mounted VFS */
235 ulong_t vfs_bcount; /*1/0O count (accounting) */
236 struct vfs *vfs_list; /* sync list pointer */

237 struct vfs *vfs_hash; /* hash list pointer */

238 ksema_t vfs_reflock; /* mount/unmount/sync lock */
239 uint_t vfs_count; /* vfs reference count */

240 mntopts_t vfs_mntopts; /* options mounted with */
241 refstr_t *vfs_resource; /* mounted resource name */
242 refstr_t *vfs_mntpt; /* mount point name */

243 time_t vfs_mtime; /* time we were mounted */
244 vfs_impl_t *vfs_implp; /* impl specific data */

245 I*

246 * Zones support. Note that the zone that "owns" the mount isn't

247 * necessarily the same as the zone in which the zone is visible.

248 * That is, vfs_zone and (vfs_zone_next|vfs_zone_prev) may refer to

249 * different zones.
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250 */ 481 void vfs_set_feature(vfs_t *, vfs_feature_t);
251 struct zone *vfs_zone; /* zone that owns the mount */ 482 int vfs_has_feature(vfs_t *, vfs_feature_t);
252 struct vfs *vfs_zone_next; * next VFS visible in zone */ 483 void vfs_propagate_f features(vfs t* vis_t*);
253 struct vfs *vfs_zone_prev; /* prev VFS visible in zone */
485 /* The following functions are not for general use by filesystems */
255 struct fem_head *vfs_femhead; /* fs monitoring */
256 int vfs_lofi_minor; /* minor if lofi mount */ 487 void vfs_createopttbl(mntopts_t *, const char *);
257 }vfs_t; 488 void vfs_copyopttbl(const mntopts_t *, mntopts_t *);
unchanged_portion_omitted_ 489 void vfs_mergeopttbl(const mntopts_t *, const mntopts_t *, mntopts_t *);
490 void vis_freeopttbl(mntopts_t *);
425 [* 491 void vfs_parsemntopts(mntopts_t *, char *, int);
426 *flags for vfssw and vfsdef 492 int vfs_buildoptionstr(const mntopts_t *, char* int);
427 * 493 struct mntopt *vfs_hasopt(const mntopts_t *, const char *);
428 #define VSW_HASPROTO 0x01 /* struct has a mount options prototype */ 494 void vfs_mnttab_modtimeupd(void);
429 #define VSW_CANRWRO 0x02 /* file system can transition from rw to ro */
430 #define VSW_CANREMOUNT 0x04 [* file system supports remounts */ 496 void vfs_clearmntopt(struct vfs *, const char *);
431 #define VSW_NOTZONESAFE 0x08 /* zone_enter(2) should fail for these files */ 497 void vfs_setmntopt(struct vfs *, const char *, const char *, int);
432 #define VSW_VOLATILEDEV 0x10 /* vfs_dev can change each time fs is mounted */ 498 void vfs_setresource(struct vfs *, const char *);
433 #define VSW_STATS 0x20 /* file system can collect stats */ 499 void vfs_setmntpoint(struct vfs *, const char *);
434 #define VSW_XID 0x40 /* file system supports extended ids */ 500 refstr_t *vfs_getresource(const struct vfs *);
501 refstr_t *vfs_getmntpoint(const struct vfs *);
436 #define VSW_INSTALLED 0x8000 /* this vsw is associated with a file system */ 502 int vfs_optionisset(const struct vfs *, const char *, char **);
503 int vfs_settag(uint_t, uint_t, const char *, const char *, cred_t *);
438 #if defined(_KERNEL) 504 int vfs_clrtag(uint_t, uint_t, const char *, const char *, cred_t *);
439 /* 505 void vfs_syncall(void);
440 * Public operations. 506 void vfs_syncprogress(void);
441 */ 507 void visinit(void);
442 struct umounta; 508 void vfs_unmountall(void);
443 struct statvfsa; 509 void vfs_make_fsid(fsid_t *, dev_t, int);
444 struct fstatvfsa; 510 void vfs_addmip(dev_t, struct vfs *);
511 void vfs_delmip(struct vfs *);
446 void vfs_freevfsops(vfsops_t *); 512 int vfs_devismounted(dev_t);
447 int vfs_freevfsops_by_type(int); 513 int vfs_devmounting(dev_t, struct vfs *);
448 void vfs_setops(vfs_t *, vfsops_t *); 514 int vfs_opsinuse(vfsops_t *);
449 vfsops_t *vfs_getops(vfs_t *vfsp); 515 struct vfs *getvfs(fsid_t *);
450 int vfs_matchops(vfs_t *, vfsops_t *); 516 struct vfs *vfs_dev2vfisp(dev_t);
451 int vfs_can_sync(vfs_t *vfsp) 517 struct vfs *vfs_mntpoint2vfsp(const char *);
452 vfs_t  *vfs_alloc(int); 518 struct vfssw *allocate_vfssw(char *);
453 void vis_free(vfs_t *); 519 struct vfssw *vfs_getvissw(char *);
454 void vfs_init(vfs_t *vfsp, vfsops_t *, void *); 520 struct vfssw *vfs_getvfsswbyname(char *);
455 void visimpl_setup(vfs_t *vfsp); 521 struct vfssw *vfs_getvfsswbyvfsops(vfsops_t *);
456 void visimpl_teardown(vfs_t *vfsp); 522 void vfs_refvfssw(struct vfssw *);
457 void vn_exists(vnode_t *); 523 void vfs_unrefvfssw(struct vfssw *);
458 void vn_idle(vnode_t *); 524 uint_t vf_to_stf(uint_t);
459 void vn_reclaim(vnode_t *); 525 void vfs_mnttab_modtime(timespec_t *);
460 void vn_invalid(vnode_t *); 526 void vfs_mnttab_poll(timespec_t *, struct pollhead **);
462 int rootconf(void); 528 void vfs_list_lock(void);
463 int svm_rootconf(void); 529 void vfs_list_read_lock(void);
464 int domount(char *, struct mounta *, vnode_t *, struct cred *, 530 void vfs_list_unlock(void);
465 struct vfs **); 531 void vfs_list_add(struct vfs *);
466 int dounmount(struct vfs *, int, cred_t *); 532 void vfs_list_remove(struct vfs *);
467 int vfs_lock(struct vfs *); 533 void vfs_hold(vfs_t *vfsp);
468 int vfs_rlock(struct vfs *); 534 void vfs_rele(vfs_t *vfsp);
469 void vfs_lock_wait(struct vfs *); 535 void fs_freevfs(vfs_t *);
470 void vfs_rlock_wait(struct vfs *); 536 void vfs_root_redev(vfs_t *vfsp, dev_t ndev, int fstype);
471 void vfs_unlock(struct vfs *);
472 int vfs_lock_held(struct vfs *); 538 int vfs_zone_change_safe(vfs_t *);
473 struct _kthread *vfs_lock_owner(struct vfs *);
474 void sync(void); 540 int vfs_get_lofi(vfs_t *, vnode_t **);
475 void vfs_sync(int);
476 void vfs_mountroot(void); 542 #define VFSHASH(maj, min) (((|nt)((ma])+(m|n)))&(vfshsz 1))
477 void vfs_add(vnode_t *, struct vfs *, int); 543 #define VFS_ON_LIST(vfsp) \
478 void vfs_remove(struct vfs *); 544 ((vfsp)->vfs_next I= (vfsp) && (vfsp)->vfs_next I= NULL)
480 /* VFS feature routines */ 546 /*
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547
548

550
551
552
553
554

556
557
558
559
560
561
562
563
564
565

* Globals.

*

extern struct vfssw vissw(]; /* table of filesystem types */

extern krwlock_t vfssw_lock;

extern char rootfstypel[]; /* name of root fstype */

extern const int nfstype; /* # of elements in vfssw array */

extern vfsops_t *EIO_vfsops; [* operations for vfs being torn-down */
/*

* The following variables are private to the the kernel's vfs layer. File
* system implementations should not access them.
*

extern struct vfs *rootvfs; [* ptr to root vfs structure */

typedef struct {
struct vfs *rvfs_head; /* head vfs in chain */
kmutex_t rvfs_lock; /* mutex protecting this chain */
uint32_t rvfs_len; /* length of this chain */

}rvfs_t;

unchanged_portion_omitted_




